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THE COURSE
Computer Architectures (CA) 
Course Definition

This course introduces the fundamental organizational and design concepts necessary to understand, apply, optimize for performance and deploy modern computer systems. The course stresses the fundamentals of computer organization vs. architecture, the computer design features and challenges introduced by modern computer systems, the techniques and tradeoffs for performance optimization of highly organized computer system components. In addition to the legacy mainframes, client-servers, distributed, and parallel computer systems, few specific design issues related to high performance processing, concurrency control, reliability, safety and other crucial issues are studied.

This Course Fulfils the Following Requirements

MBA Specialization (12 credits)      
Management Information Systems

Instructional Methods and Means:

The course consists of lectures, case studies, and life presentations in real processing environment.

What Students Will Learn During the Course?

Upon completion of this course, students will be able to: 

Those students, who pass the course, will possess the required knowledge to address challenging issues within the areas of below listed thirteen core competences:

· Recognize and introduce problems belonging to broader computer processing solutions

· Analyze business requirements and produce a viable model and implementation of a computer systems to meet such requirements

· Describe the features of a Computer and Operating System and apply them in an enterprise
· Trace the evolution of the Computer Systems and realizations from early legacy mainframe systems to system built in current technologies such as C/S, distributed and parallel systems
· Create the conceptual, logical, and physical design of a computer system’s deployment
· Analyses the deployment of a computer system from organizational and architectural point of view in accordance with user requirements
· Analyze business problems and computer solutions applying system performance tradeoffs
· Select a computer systems based on  user’s requirements using standard system components
· Monitor, control, and inspect a computer system OS using common OS commands
· Identify, analyze, and remove computer system performance bottleneck through process of concurrency and redundancy control
· Analyze business problems and computer system solutions using current technology
· Describe the impact of client-server system architectures on local/wide enterprise networks 
· Describe distributed/parallel computer systems in complex networking or Web environment
Additional honing of social and academic skills will be conducted as following:

· Analytical and diagnostic skills

· Individual and Group Project organization and co-operation

· Individual and Group Presentations (verbal and in writing)

· Identification of reliable sources

· Decision making competences

· IT professional skills

Recommended textbooks and reading material

· William Stallings, Computer Organization & Architecture: Designing for Performance, 6/e, Prentice Hall, 2003, ISBN: 0-13-035119-9 (textbook)

· Alter Steven, Information Systems The Foundation of e-Business, 4/e, Addison-Wesley, 2002 (reading, cases)

Required Material

· Access to a PC, presentation software and/or textbook support Web sites

Additional recommended Reading Material

· Dragan Nikolik, A Manager’s Primer on e-Networking, Kluwer, 2003 (introductory)
· Evans C. (ed), Client/Server: A Handbook of Modern Computer Design, Prentice Hall, 1995

· Fountain T. at all, Advanced Computer Architectures: A Design Space Approach, Addison Wesley, 1997
As part of the course, there is a need for broader source of research topics. In addition to Web sites, the library also has extensive and readily available resources that may assist the students.

ACADEMIC POLICIES

The grades mean that the opinion of the instructor the work is
60 – 100,



Satisfactory

< 60,




Unsatisfactory

Other Designations

I:




Incomplete work

NR:




Not reported

W:




The student withdraw from the course

Attendance, Participation, Assignments

Students are required to attend all classes and participate actively. All classes include assignments (such as presentation or papers).

Any assistance received that is not given proper citation will be considered a violation of the Honor Code. Any suspected case of Honor Code violations will be handled through official school channels.

The instructor will evaluate the Student’s Work as Follows

As per MsM partner rules & regulations Percentages

Class attendance and participation

20%

Examination




30%

Assignment due [the exam date]


50%
Student and Instructors will be asked to evaluate the course in a form handed out during the last session.

Textbook Content
I. OVERVIEW. 

 1. Introduction. 

 2. Computer Evolution and Performance. 

II. THE COMPUTER SYSTEM. 

 3. System Buses. 

 4. Cache Memory. 

 5. Internal Memory Technology. 

 6. External Memory. 

 7. Input/Output. 

 8. Operating System Support. 

III. THE CENTRAL PROCESSING UNIT. 

 9. Computer Arithmetic. 

10. Instruction Sets: Characteristics and Functions. 

11. Instruction Sets: Addressing Modes and Formats. 

12. CPU Structure and Function. 

13. Reduced Instruction Set Computers (RISCs). 

14. Instruction-Level Parallelism and Superscalar Processors. 

15. The IA-64 Architecture. 

IV. THE CONTROL UNIT. 

16. Control Unit Operation. 

17. Microprogrammed Control. 

V. PARALLEL ORGANIZATION. 

18. Parallel Processing. 

Appendix A: Digital Logic. 

Appendix B: Number Systems 

Appendix C: Projects for Teaching Computer Organization and Architecture. 

References. 

Glossary. 

Index. 

Acronyms. 

COMPUTER ARCHITECTURE 

the Outline 

Text: 
Alter Steven, Information Systems, The Foundation of e-Business, 4rd Ed., AWL, 2002, http://myphlip.pearsoncmg.com/phlip/mpbookhome.cfm?vbookid=306
1. Basic Concepts for Understanding Systems, Ch. 2/40,


Mainframes, Mini, PC, Palm Held Computers

Centralised vs. decentralised, net-centric vs. PC-centric trends


Opening Case: Dell Computer, Building Customized Personal Computers, p.3

2. Overview of Computer Systems, Ch. 8/304

Switch-based vs. Bus structures - PCI & SCSI buses


Transmeta Corporation: Building a New Chip for Mobile Computing, p. 343

3. Looking Inside the Black Box, Ch. 8/322

Memory reliability, accessibility, efficiency  & price/performance, cache role


Gemstar International: Will its e-book reader provide enough benefits? p.343

4. Computer Hardware, Ch. 8/307

Evaluation criteria: I/O performance matching environment requirements


Systems Dec.1993: Computers that never need to shut down

5. Software, Programming & AI, Ch. 9/346
 
Multiprogramming vs. Time-sharing, Process Scheduling, OS, Ch. 9/370


Memory Management (swapping, partitions, paging, segmentation, VM)


Transmeta Corporation: Building a New Chip for Mobile Computing, p. 343

6. Performance of IT, Ch. 8/309
 
Performance criteria: MIPS vs. MFLOPS, Benchmarking, micro code on chips


Concepts: Parallel & vectorized vs. sequential algorithm implementation


BYTE Oct.1994: Measure for Measure 

7. Business Processes, Ch. 3/84
Cisco Systems: Using the Web for Internal Efficiency, p. 129

8. Computer Architecture Trends - RISC Superscalar CPUs

 
Concepts: Instruction set, Pipeline implementation, Large Register File 


SPARC Strikes Back, BYTE Nov.1994

9. Client/Server Architecture, Ch. 8/315

Concepts: Server Infrastructure, Middleware, Client apps, Business model, 


System Mngnt, 5C/S Migration paths, Connectivity issue, OB Repository etc


Napster.com: Using the web to change the rules of an industry, p.305, optional


D. Vaskievich, The Internet as C/S Magnifier, Microsoft Co (UVC Video)
Home Assignment (sample text)

Instructions for Database Assignment

INSTRUCTIONS:

1.  Candidates should read the requirements and instructions carefully before starting the home assignment.

2.  The home assignment is be neatly typed with double spacing not more than 5-7 pages

3.  The home assignment represents an individual contribution in fulfilment of the course requirements. Document copying practice in place of simple document references not only violates intellectual property rights but has also been considered a plagiarism. 

4.  Please bind your assignment and submit it in duplicate not later than the exam date.

ASSIGNMENT:

The home assignment is a case study based upon the article on the P2P networking technology widely known as a Peer-to-Peer or Napster-like networking, see JXTA Applications Catalog 

Please read carefully all relevant pdf documents regarding this challenging JXTA computer networked architecture concepts and come up with your own answers to the following questions:

1. Present/draw a simple conceptual layout of this new networking architecture that will point out the differences between traditional and new network concepts introduced by new networking architecture.

2. You should point out the places and specific role of innovations with the performance improvements implemented at certain components/places of the new networking architecture such as: 


- number of processing devices, their role and specialization


- interconnection structure type, i.e. clusters, hierarchies, parallelism, etc


- information processing: sequential, pipeline implementation, parallel, etc.


- possible use of spec. organization structures to excel and speed up memory access


- networking architecture, interfaces, supported communications standards etc.


- middleware, software, applications and applied OS support

3. Provide corresponding comparisons between the new networking architecture and the existing networking concepts, e.g. Internet, Intranets, or Extranets, based on prevailing architectures (C/S):


- number of nodes / type and nature of communication or parallelism supported


- ways of achieving the processing (networked, pipelines, cashing, multiple units)


- number of systems /devices involved, 


- spec. role of memory/cash systems implemented (virtual, shared, distributed, local)

4. Finally, present and elaborate on some cases - applications of the types of the computing technology, CPU cluster architectures implemented in terms of closeness to the contemporary, Internet networking concepts in terms of communication approaches, technology introduced and actually implemented:


- elaborate on eventual networking technology differences? Innovations?


- what technology trends do you expect the networks will follow in the future? 


- what software development is expected to support the current technology trend?


- what kind of future technology performance / cost trends do you expect?


- what kind of communications paradigms do you expect to coexist?

Case 1 Some useful P2P documents and hyperlinks 
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by Clay Shirky 
11/24/2000 


Related Articles:


What's On Freenet?


Free Radical: Ian Clark has Big Plans for the Internet


How Ray Ozzie Got His Groove Back


A Directory of Peer-to-Peer Projects 


Open Source Roundtable: Free Riding on Gnutella 


O'Reilly's Peer-to-Peer Conference


 


After a year or so of 
attempting to 
describe the 
revolution in file 
sharing and related 
technologies, we 
have finally settled 
on a label for what's 
happening: peer-to-
peer.


Somehow, though, 
this label hasn't 
clarified things. 
Taken literally, 
servers talking to 
one another are peer-
to-peer. The game 
Doom is peer-to-
peer. There are even 
people applying the label to e-mail and telephones. Meanwhile, Napster, which jump-
started the conversation, is not peer-to-peer in the strictest sense, because it uses a 
centralized server to store pointers and resolve addresses.


If we treat peer-to-peer as a literal definition for what's happening, then we have a 
phrase that describes Doom but not Napster, and suggests that Alexander Graham Bell 
was a peer-to-peer engineer but Shawn Fanning is not.


This literal approach to peer-to-peer is plainly not helping us understand what makes 
P2P important. Merely having computers act as peers on the Internet is hardly novel, 
so the fact of peer-to-peer architecture can't be the explanation for the recent changes 
in Internet use.


What has changed is what the nodes of these P2P systems are -- Internet-connected 
PCs, which had been formerly relegated to being nothing but clients -- and where these 
nodes are -- at the edges of the Internet, cut off from the DNS system because they 
have no fixed IP address.
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Resource-centric addressing for unstable environments


P2P is a class of applications that takes advantage of resources -- storage, cycles, 
content, human presence -- available at the edges of the Internet. Because accessing 
these decentralized resources means operating in an environment of unstable 
connectivity and unpredictable IP addresses, P2P nodes must operate outside the DNS 
system and have significant or total autonomy from central servers.


That's it. That's what makes P2P distinctive.


Note that this isn't what makes P2P important. It's not the problem designers of P2P 
systems set out to solve -- they wanted to create ways of aggregating cycles, or sharing 
files, or chatting. But it's a problem they all had to solve to get where they wanted to 
go.


What makes Napster and ICQ and Popular Power and Freenet and AIMster and 
Groove similar is that they are all leveraging previously unused resources, by 
tolerating and even working with the variable connectivity of the hundreds of millions 
of devices that have been connected to the edges of the Internet in the last few years.


One could argue that the need for P2P designers to solve connectivity problems is little 
more than an accident of history, but improving the way computers connect to one 
another was the rationale behind IP addresses, and before that DNS, and before that 
TCP, and before that the net itself. The internet is made of such frozen accidents.


P2P is as P2P does


Up until 1994, the whole Internet had one model of connectivity. Machines were 
assumed to be always on, always connected, and assigned permanent IP addresses. The 
DNS system was designed for this environment, where a change in IP address was 
assumed to be abnormal and rare, and could take days to propagate through the system.


With the invention of Mosaic, another model began to spread. To run a Web browser, a 
PC needed to be connected to the Internet over a modem, with its own IP address. This 
created a second class of connectivity, because PCs would enter and leave the network 
cloud frequently and unpredictably.


Furthermore, because there were not enough IP addresses available to handle the 
sudden demand caused by Mosaic, ISPs began to assign IP addresses dynamically, 
giving each PC a different, possibly masked, IP address with each new session. This 
instability prevented PCs from having DNS entries, and therefore prevented PC users 
from hosting any data or net-facing applications locally.


For a few years, treating PCs as dumb but expensive clients worked well. PCs had 
never been designed to be part of the fabric of the Internet, and in the early days of the 
Web, the toy hardware and operating systems of the average PC made it an adequate 
life-support system for a browser, but good for little else.


Over time, though, as hardware and software improved, the unused resources that 
existed behind this veil of second-class connectivity started to look like something 
worth getting at. At a conservative estimate, the world's Net-connected PCs presently 
host an aggregate ten billion Mhz of processing power and ten thousand terabytes of 
storage, assuming only 100 million PCs among the net's 300 million users, and only a 
100 Mhz chip and 100 Mb drive on the average PC.
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The veil is drawn back


The launch of ICQ in 1996 marked the first time those intermittently connected PCs 
became directly addressable by average users. Faced with the challenge of establishing 
portable presence, ICQ bypassed DNS in favor of creating its own directory of 
protocol-specific addresses that could update IP addresses in real time, a trick followed 
by Groove, Napster, and NetMeeting as well. (Not all P2P systems use this trick. 
Gnutella and Freenet, for example, bypass DNS the old-fashioned way, by relying on 
numeric IP addresses. Popular Power and SETI@Home bypass it by giving the nodes 
scheduled times to contact fixed addresses, thus delivering their current IP address at 
the time of the connection.)


Whois counts 23 million domain names, built up in the 16 years since the inception of 
IP addresses in 1984. Napster alone has created more than 23 million non-DNS 
addresses in 16 months, and when you add in all the non-DNS Instant Messaging 
addresses, the number of P2P addresses designed to reach dynamic IPs tops 200 
million. Even if you assume that the average DNS host has 10 additional addresses of 
the form foo.host.com, the total number of P2P addresses now equals the total number 
of DNS addresses after only 4 years, and is growing faster than the DNS universe 
today.


As new kinds of Net-connected devices like wireless PDAs and digital video recorders 
like TiVo and Replay proliferate, they will doubtless become an important part of the 
Internet as well, but for now PCs make up the enormous preponderance of these 
untapped resources. PCs are the dark matter of the Internet, and their underused 
resources are fueling P2P.


Litmus tests


If you're looking for a litmus test for P2P, this is it: 1) Does it treat variable 
connectivity and temporary network addresses as the norm, and 2) does it give the 
nodes at the edges of the network significant autonomy?


If the answer to both of those questions is yes, the application is P2P. If the answer to 
either question is no, it's not P2P.


Another way to examine this distinction is to think about ownership. It is less about 
"Can the nodes speak to one another?" and more about "Who owns the hardware that 
the service runs on?" The huge preponderance of the hardware that makes Yahoo work 



http://openp2p.com/

http://openp2p.com/

http://www.xml.com/

http://onjava.com/

http://www.oreillynetwork.com/

http://oreilly.com/

http://www.openp2p.com/pub/q/all_p2p_articles

http://openp2p.com/pub/q/p2p_category

http://careers.openp2p.com/

http://conferences.oreilly.com/etcon

http://www.oreillynet.com/pub/au/35

http://www.oreillynet.com/pub/au/154

http://www.oreillynet.com/pub/au/102

http://www.oreillynet.com/pub/au/36

http://www.oreillynet.com/pub/au/27

http://www.oreillynet.com/pub/au/105

http://www.oreillynet.com/pub/au/106

http://www.oreillynet.com/pub/au/120

http://www.openp2p.com/topics/p2p/p2p_collaboration/

http://www.openp2p.com/topics/p2p/p2p_distributed_computation/

http://www.openp2p.com/topics/p2p/enterprise_p2p/

http://www.openp2p.com/topics/p2p/p2p_file_sharing/

http://www.openp2p.com/topics/p2p/freenet/

http://www.openp2p.com/topics/p2p/general/

http://www.openp2p.com/topics/p2p/gnutella/

http://www.openp2p.com/topics/p2p/hailstorm/

http://www.openp2p.com/topics/p2p/jxta/

http://www.openp2p.com/topics/p2p/instant_messaging

http://www.openp2p.com/topics/p2p/napster

http://www.openp2p.com/topics/p2p/p2p_law/

http://www.openp2p.com/topics/p2p/security/

http://www.openp2p.com/topics/p2p/standards/

http://oreilly.com/

http://conferences.oreillynet.com/cs/p2pweb2001/pub/w/16/overview.html

http://conferences.oreillynet.com/cs/p2pweb2001/pub/w/16/overview.html

http://www.openp2p.com/lpt/a//p2p/2000/11/24/shirky1-whatisp2p.html

http://www.openp2p.com/pub/a/p2p/2000/11/24/shirky1-whatisp2p.html?page=1





  


 Peer-to-Peer Book
 • Chap 3: Remaking 


the P2P Meme


 • Chap. 13: 
Metadata


 • Catalog Page


is owned by Yahoo and managed in Santa Clara. The huge proponderance of the 
hardware that makes Napster work is owned by Napster users and managed on tens of 
millions of individual desktops. P2P is a way of decentralizing not just features, but 
costs and administration as well.


Real solutions to real problems


We have unpredictable IP addresses because there weren't enough to go around when 
the web happened. It's tempting to think that when enough new IP addresses are 
created, though, the old "One Device/One Address" regime will be restored, and the 
Net will return to its pre-P2P architecture.


This won't happen, because no matter how many new IP addresses there are, P2P 
systems often create addresses for things that aren't machines. Freenet and MojoNation 
create addresses for content intentionally spread across multiple computers. AIM and 
ICQ create names which refer to human beings and not machines. P2P is designed to 
handle unpredictability, and nothing is more unpredictable than the humans who use 
the network. As the Net becomes more human-centered, the need for addressing 
schemes that tolerate and even expect temporary and unstable patterns of use will 
grow.


Who's who?


Napster is P2P, because the addresses of Napster nodes bypass the DNS system, and 
because once the Napster server resolves the IP addresses of the PCs hosting a 
particular song, it shifts control of the file transfers to the nodes. Furthermore, the 
ability of the Napster nodes to host the songs without central intervention lets Napster 
users get access to several terabytes of storage and bandwidth at no additional cost.


However, Intel's "server peer-to-peer" is not P2P, because servers have always been 
peers. Their fixed IP addresses and permanent connections present no new problems, 
and calling what they already do "peer-to-peer" presents no new solutions.


ICQ and Jabber are P2P, because not only do they devolve connection management to 
the individual nodes once they resolve the addresses, they violate the machine-centric 
worldview encoded in the DNS system. Your address has nothing to do with the DNS 
systems, or even with a particular machine, except temporarily -- your chat address 
travels with you. Furthermore, by mapping "presence" -- whether you are at your 
computer at any given moment in time -- chat turns the old idea of permanent 
connectivity and IP addresses on its head. Chat is an important protocol because of the 
transience of the connectivity.


E-mail, which treats variable connectivity as the norm, is nevertheless not P2P, 
because your address is not machine independent. If you drop AOL in favor of another 
ISP, your AOL e-mail address disappears as well, because it hangs off DNS. 
Interestingly, in the early days of the Internet, there was a suggestion to make the part 
of the e-mail address before the @ globally unique, linking e-mail to a person rather 
than to a person@machine. That would have been P2P in the current sense, but it was 
rejected in favor of a machine-centric view of the internet.


Popular Power is P2P, because the distributed clients that contact the server need no 
fixed IP address and have a high degree of autonomy in performing and reporting their 
calculations, and can even be offline for long stretches while still doing work for the 
Popular Power network.
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Dynamic DNS is not P2P, because it tries to retrofit PCs into the traditional DNS 
system, and so on.


This list of resources that current P2P systems take advantage of -- storage, cycles, 
content, presence -- is not necessarily complete. If there were some application that 
needed 30,000 separate video cards, or microphones, or speakers, a P2P system could 
be designed that used those resources as well.


P2P is a horseless carriage


Whenever something new seems to be happening on the Internet, there is a push to 
define it, and as with the "horseless" carriage or the "compact" disc, new technologies 
are often labelled according to some simple difference from what came before -- 
horsedrawn carriages, non-compact records.


Calling this new class of applications peer-to-peer emphasizes their difference from the 
dominant client/server model. However, like the horselessness of the carriage or the 
compactness of the disc, the "peeriness" of P2P is more a label than a definition.


As we've learned from the history of the Internet, adoption is a better predictor of 
software longevity than perfection is, and as the P2P movement matures, users will not 
adopt applications that embrace decentralization for decentralization's sake. Instead, 
they will adopt those applications that use just enough decentralization, in just the right 
way, to create novel functions or improve existing ones.


Clay Shirky is a Partner at The Accelerator Group. He writes extensively about the 
social and economic effects of the internet for the O'Reilly Network, Business 2.0, and 
FEED. 
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Discuss this article in the O'Reilly Network General Forum.
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by David Sims 
10/20/2000 


In putting together this directory of companies in the peer-to-peer space, the editors at 
the O'Reilly Network spent some time debating whether many of them were truly peer-
to-peer. Having ridden the Internet buzzword train for many years, we've watched as 
companies spin to re-label themselves: Netcos became Push companies, became B2B 
companies, became Open Source companies, and now, many are redefining themselves 
as peer-to-peer companies.


In some cases, the new label is valid: the company or project's efforts shift focus, or 
they merely see their efforts in a new light as broader paradigms are revealed. But we 
spent some time weighing these and discussing whether they should be included in a 
peer-to-peer directory.


For example, many of these companies are actually developing distributed computing 
applications, where a central organization takes advantage of the available cycles on 
thousands of PCs (nodes, if you will), and aggregates the data. By almost any 
definition, this can hardly be defined as peer-to-peer, since the peers cannot 
communicate with one another, but only with a central point. Sounds more like client-
server.


And yet, the technical issues that these distributed computing projects face are similar 
to those faced by peer-to-peer projects. Both are faced with developing systems that 
coordinate the activities (or data) on thousands of external nodes. Also, both types of 
systems raise the once anonymous PC to the level of contributor to a larger effort, 
whether they are contributing a file (in the case of a file-sharing service like Freenet) 
or cycles (in the case of a distributed computing effort such as SETI@Home).


Tim O'Reilly, who got dragged into this discussion when he walked past my desk, says 
he sees at least three types of projects working in this peer-to-peer space:


●     Instant messaging apps, and in these he includes not only true IM projects like 
Jabber, but some file sharing services: "Napster is really just instant messaging 
where the question isn't 'Are you there?' but 'Do you have this file?'"


●     Workgroups, where individuals can collaborate over the Net on a joint project, 
and


●     Distributed computing.


As you can easily see, any of these types of applications could (and often do) work 
with a central server. But the field is just emerging to prominence and as the 
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technology behind the less centralized efforts (like Freenet) develops, we may find that 
even the centralized services, become more truly peer-to-peer. 


With that, here's our Peer-to-Peer Directory. If you have 
thoughts about whether these companies belong, or you know 
of other efforts that should be included, visit our Forum and 
tell us about it.


David Sims is the editorial director of the O'Reilly Network. 


Return to the P2P DevCenter.
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Agents as Peers 
Anthill  BIAP Systems, Inc.  Consilient, Inc.  Ecocys 
Technologies  Infobot  International Interactive Commerce, 
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Collaboration 
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Development Frameworks 
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Free Riding on Gnutella
10/09/2000


Does Gnutella suffer from a tragedy of the digital commons? Eytan Adar and 
Bernardo A. Huberman of Xerox's Palo Alto Research Center (PARC) analyzed 
user traffic on Gnutella and discovered "a significant amount of free riding in 
the system." Nearly half the files shared came from just 1 percent of hosts -- 
which suggests something closer to a traditional client-server model, rather than 
a peer-to-peer system. It also suggests that this particular application is not as 
immune to legal repercussions as users might boast. When millions of users are 
trading copyrighted materials, it's quixotic to imagine bringing the community 
to court. But could it be feasible to target the high-volume servers?


Their paper is hosted at First Monday, a peer-reviewed online journal.


We talked with Eytan and asked him to explain what they were looking for, 
what they found, and how Gnutella might be improved to overcome the 
shortcomings they've identified.


Listen to this discussion (12:11 mins, 2.8 MB):    


Eytan Adar
Researcher, Xerox PARC 
Digital Freedom Network


"While there's a utopian view of Gnutella and file sharing as this great 
thing, we realize that it's possible that the social dilemmas that affect 
individuals in the real world mught affect people in the digital world. 
Where there's a high cost and a low reward, people are less likely to 
conform to some social contract where there's nothing for them to gain 
and only things to lose. We decided to look at this in terms of Gnutella, to 
see how many people were actually contributing to the system. Basically 
what we discovered is that there was a significant amount of free riding in 
the system. Over 70 percent of people shared no files, which is fairly 
significant." 


Other Open Source Roundtables:


The Jabber Jihad: Universal Instant Messaging
AOL says it supports a universal protocol for open IM, but the company 
appears to be dragging its feet -- possibly to its proprietary advantage. But 
with workarounds such as Jabber, is that a problem?   [10/27/2000]


Sponsored by:



http://www.oreillynet.com/

http://www.oreilly.com/

http://www.oreillynet.com/search/

http://linux.oreillynet.com/features/

http://meerkat.oreillynet.com/

http://www.oreillynet.com/faqs/

http://linux.oreillynet.com/forums/

http://linux.oreillynet.com/general/articles.csp

http://www.oreillynet.com/cs/elists/query/q/246

http://linux.oreillynet.com/linux/

http://linuxcareers.oreillynet.com/

http://www.oreillynet.com/faqs/list.csp?id_subject=8

http://linux.oreillynet.com/cs/user/forum/cs_disc/237

http://linux.oreillynet.com/pub/q/all_linux_articles

http://linux.oreillynet.com/linux/

http://www.winamp.com/getwinamp/

http://www.real.com/player

http://www.real.com/jukebox

http://www.firstmonday.org/

http://www.oreillynet.com/linux/2000/10/09/gnutella.mp3

http://g2.songline.com:8080/ramgen/roundtable/gnutella/gnutella.smi

http://linux.oreillynet.com/pub/a/linux/2000/10/27/rt.html

http://linux.oreillynet.com/pub/a/linux/2000/09/22/rt.html





Foil the Filters Contest
Does House Majority Leader Dick Armey, who advocates the use of filtering 
software, know that it blocks access to his web site? We talk to the Digital 
Freedom Network about the pros and cons of censorware on the Open 
Source Roundtable.  [09/29/2000]


O'Reilly's Peer-to-Peer Summit
Tim O'Reilly and Jon Udell say peer-to-peer is a lot more than 
Napster.  [09/22/2000]


Crunch Time for Napster
Nicholas Petreley says it's not about free speech, it's about free stuff. 
Meanwhile, SaveNapster.com worries that squashing Napster will hurt peer-to-
peer.  [09/15/2000]


When Will We See Linux PDAs?
Tim Wilkinson, CEO of Transvirtual Technologies, talks about PocketLinux 
and the future of Linux in the palmtop.  [09/01/2000]


Developers Explain - Why RSS 1.0?
O'Reilly Network publisher Dale Dougherty talks with some of the core 
developers behind the new spec proposal for RDF Site Summary (RSS 1.0) 
about the background behind RDF, the need for a standard, and what RSS 
enables  [08/25/2000]


Developers Explain - Why RSS 1.0?
O'Reilly Network publisher Dale Dougherty talks with some of the core 
developers behind the new spec proposal for RDF Site Summary (RSS 1.0) 
about the background behind RDF, the need for a standard, and what RSS 
enables  [08/25/2000]


The Gnome Foundation: Is 'As Good' Good Enough?
The newly formed Gnome Foundation aims to build a desktop environment for 
Linux that's as easy to use as Microsoft's Windows. Will that be good 
enough?  [08/18/2000]


Windows Media Player 7: Did Microsoft Get it Right?
David Strom has seen the future of digital music: Microsoft's Windows Media 
Player. Did they get it right?  [08/11/2000]


Where's That Lizard?!
The Web Standards Project has taken Mozilla to task for ceding the browser 
market to Microsoft. Is there still hope for the project? An audio roundtable 
with WSP's Tim Bray and Alphanumerica's David Boswell.  [08/04/2000]


What will be in Perl 6?
At O'Reilly's Open Source Conference in Monterey earlier this month, Perl 
creator Larry Wall announced the start of work on Perl 6. This week, O'Reilly 
Network Publisher Dale Dougherty talks with Perl.com managing editor Mark-
Jason Dominus and Perl Mongers director brian d foy about the 
announcement, its meaning, and the reaction of the Perl 
community  [07/28/2000]
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The FBI wants to install black boxes at ISPs to monitor email traffic of 
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suspects. What are civil libertarians doing to try to stop it?  [07/18/2000]


Napster Rides Again
Is the song-swapping service a model for a new breed of Net application? A 
roundtable discussion with News.com's John Borland and Steve Pizzo of 
Forbes ASAP.  [07/14/2000]


Napster Rides Again
Is the song-swapping service a model for a new breed of Net application? A 
roundtable discussion with News.com's John Borland and Steve Pizzo of 
Forbes ASAP.  [07/14/2000]
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An extensive analysis of user traffic on Gnutella shows a significant amount of free riding 
in the system. By sampling messages on the Gnutella network over a 24-hour period, we 
established that almost 70% of Gnutella users share no files, and nearly 50% of all 
responses are returned by the top 1% of sharing hosts. Furthermore, we found out that 
free riding is distributed evenly between domains, so that no one group contributes 
significantly more than others, and that peers that volunteer to share files are not 
necessarily those who have desirable ones. We argue that free riding leads to degradation 
of the system performance and adds vulnerability to the system. If this trend continues 
copyright issues might become moot compared to the possible collapse of such systems. 


Contents
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Introduction


The sudden appearance of new forms of network applications such as Gnutella [Gn00a] 
and FreeNet [Fr00], holds promise for the emergence of fully distributed information 
sharing systems. These systems, inspired by Napster [Na00], will allow users worldwide 
access and provision of information while enjoying a level of privacy not possible in the 
present client-server architecture of the Web. 







While a lot of attention has been focused on the issue of free access to music and the 
violation of copyright laws through these systems, there remains an additional problem of 
securing enough cooperation in such large and anonymous systems so they become truly 
useful. Since users are not monitored as to who makes their files available to the rest of the 
network (produce) or downloads remote files (consume), nor are statistics maintained, the 
possibility exist that as the user community in such networks gets large, users will stop 
producing and only consume. This free riding behavior is the result of a social dilemma 
that all users of such systems confront, even though they may not be aware of its existence. 


In a general social dilemma, a group of people attempts to utilize a common good in the 
absence of central authority. In the case of a system like Gnutella, one common good is the 
provision of a very large library of files, music and other documents to the user 
community. Another might be the shared bandwidth in the system. The dilemma for each 
individual is then to either contribute to the common good, or to shirk and free ride on the 
work of others. 


Since files on Gnutella are treated like a public good and the users are not charged in 
proportion to their use, it appears rational for people to download music files without 
contributing by making their own files accessible to other users. Because every individual 
can reason this way and free ride on the efforts of others, the whole system's performance 
can degrade considerably, which makes everyone worse off - the tragedy of the digital 
commons [Ha68]. 


The second problem caused by free riding is to create vulnerabilities for a system in which 
there is risk to individuals. If only a few individuals contribute to the public good, these 
few peers effectively act as centralized servers. Users in such an environment thus become 
vulnerable to lawsuits, denial of service attacks, and potential loss of privacy. This is 
relevant in light of the fact that systems such as Gnutella, Napster, and FreeNet are 
depicted as a means for individuals to rally around certain community goals and to "hide" 
among others with the same goals. These may include providing a forum for free speech, 
changing copyright laws, and providing privacy to individuals. 


Given these concerns we decided to conduct a set of experiments to determine the amount 
of free riding present in the Gnutella system. As we show below, a large proportion of the 
user population, upwards of 70%, enjoy the benefits of the system without contributing to 
its content. 


In what follows we describe the basic architecture of Gnutella and the experiments that we 
performed. We then provide an analysis of the data and show ways in which such rampant 
free riding can impact distributed systems. Finally we propose some mechanisms that can 
counter free riding. 







Gnutella


People who wish to use the Gnutella network will download [Gn00a] or develop [Gn00b] 
an application that adheres to the Gnutella protocol. This application acts as either a client 
(a consumer of information) or a server (a supplier of information), as well as a high-level 
network, connecting and routing information between clients and servers. Each instance of 
an application is called a peer. We will use peer interchangeably with host in the following 
discussion. 


Gnutella boasts a number of features that make it attractive to certain users. For example, 
Gnutella provides for anonymity by masking the identity of the peer that generated a 
query. Additionally, Gnutella provides the mechanism by which ad-hoc networks can be 
formed without central control. 


Since there are no central servers in the Gnutella network, in order to join the system a user 
initially connects to one of several known hosts that are almost always available (although 
these generally do not provide shared files). These hosts then forward the IP and port 
address information to other Gnutella peers. 


Once attached to the network, peers interact with each other by means of messages. Peers 
will create and initiate a broadcast of messages as well as re- broadcasting others 
(receiving and transmitting to neighbors). The messages allowed in the network are: 


●     Ping Messages - Essentially, an "are you there?" message directed at a host. 
●     Pong Messages - A reply to a ping ("yes, I'm here"). The pong message contains 


information about the peer such as their IP address and port as well as the number 
of files shared and the total size of those files. Peers forward this kind of message to 
their neighbors so that it is possible to later find other peers. This is needed in case 
there is a disconnect in the network. 


●     Query Messages - These are messages stating, "I am looking for x" and can get 
forwarded throughout the entire network (at least theoretically). Query messages 
are uniquely identified, but their source is unknown. 


●     Query Response Messages - These are replies to query messages, and they include 
the information necessary to download the file (IP, port, and other location 
information). Responses also contain a unique client ID associated with the 
replying peer. These messages are propagated backwards along the path that the 
query message originally took. Since these messages are not broadcast it becomes 
impossible to trace all query responses in the system. 


●     Get/Push Messages - Get messages are simply a request for a file returned by a 
query. The requesting peer connects to the serving peer directly and requests the 







file. Certain hosts, usually located behind a firewall, are unable to directly respond 
to requests for files. For this reason the Gnutella protocol includes push messages. 
Push messages request the serving client to initiate the connection to the requesting 
peer and upload the file. However, if both peers are located behind a firewall a 
connection between the two will be impossible. 


Several features of Gnutella's protocol prevent messages from being re- broadcast 
indefinitely through the network. One such feature includes a short memory of messages 
that have been routed through a peer (thus preventing re- broadcasting). Additionally, 
messages are flagged with a time-to-live (TTL) field. At each hop (re-broadcast) the TTL 
is decremented. As soon as a peer sees a message with a TTL of zero, the message is 
dropped (i.e. it is not re- broadcast). 


Free riding in Gnutella


In our analysis we consider two types of free riding. In the first type, peers that free ride on 
Gnutella are those that only download files for themselves without ever providing files for 
download by others. The second definition of free riding considers not only the amount of 
downloadable content a producer has, but how much of that content is actually desirable 
content. This is essentially a quantity versus quality argument that also poses a social 
dilemma when there is a cost to the provider to make desirable files available to others. In 
the "old days" of the modem-based bulletin board services (BBS), users were required to 
upload files to the bulletin board before they were able to download. In response to this 
requirement users would upload their own bad artwork or randomly generated text files 
and would be able to download high quality content generated by others. In the 
experiments described below we address both kinds of free riding. 


Experiments


In the following section we describe the experiments used to test the following three 
hypotheses: 


●     Hypothesis 1: A significant portion of Gnutella peers are free riders. 
●     Hypothesis 2: Free riders are distributed evenly across different domains (and by 


speed of their network connections). 
●     Hypothesis 3: Peers that provide files for download are not necessarily those from 


which files are downloaded. 


Measuring downloads







One of the features that attract users to Gnutella is the difficulty in associating queries to 
any particular peer/user. Given a query message it is virtually impossible (unless some 
large percentage of peers collude) to find the peer that originated the query. The 
unfortunate side effect of this property is to make it impossible to experimentally measure 
the number of queries and files downloaded by each client. This forces us to make 
assumptions about downloads in order to measure them. 


One possible assumption is that users that share a high number of files had to have 
downloaded them, so those that share more also download more. In this case, there is no 
free riding. The other possible assumption is that users who have no files are those that 
will try to access them. Therefore the fewer files a user has the more likely he is to 
download them, resulting in rampant free riding. 


Since we unfortunately have no way of knowing which of these two extremes is closest to 
reality, we assume that the truth is somewhere in between. 


Experimental Setup


In order to perform monitoring experiments on the Gnutella network it was necessary to 
modify a Gnutella client to log messages flowing through the system. We elected to use 
the Java based Furi client [Fu00] which was a full featured implementation, with numerous 
hooks for logging. 


The Furi client was then executed for a 24-hour period over a weekend in August of 2000 
(Saturday 1pm to Sunday 1pm) [1]. During this time period we collected both pong and 
query response messages from normal Gnutella users. A shorter trace during a weekday 
shows results consistent with the weekend findings. In the 24-hour period we observed 
35,352 hosts issuing ping messages, which shared a total of 3,304,046 files. 


One of the difficulties in measuring Network Address Translation (NAT) [Nat00] based 
peers is that it is possible that multiple machines will report the same address. In our study 
we witnessed 2,017 peers (or about 5% of the total) reporting a NAT address in ping 
messages. In analyzing query response which also utilize a unique client identifier (in 
addition to an IP address) we saw 937 out of 5,699 hosts (16% of the total) using NAT 
addresses. 


While the possible range of 5% to 16% seems high, we find that the characteristics (in 
terms of files shared) of NAT based hosts is in line with non- NAT hosts and thus it is safe 
to remove them from the sample[2]. This leaves with a final count of 33,335 hosts sharing 
3,100,464 files. 







Although we could not capture all query response messages it was nonetheless possible to 
sample a wide selection by shifting locations (i.e., by reattaching to different hosts) within 
the Gnutella network. Over the 24-hour period, we were thus able to capture 87,668 query 
response messages. 


Results


Figure 1 illustrates the number of files shared by each of the 33,335 peers we counted in 
our measurement. The sites are rank ordered (i.e. sorted by the number of files they offer) 
from left to right. These results indicate that 22,084, or approximately 66%, of the peers 
share no files, and that 24,347 or 73% share ten or less files. 


 


Although NAT allows firewalled hosts to share files, if both the sharing host and 
downloading host have NAT addresses the transaction cannot be completed. Thus, as the 
number of NAT based hosts on the network increases the number of completed 
transactions decreases. With 5% of hosts using NAT, this is a trivial .25%. However, as we 
approach 16% this turns into over 2% of transactions. While this in not "intentional" free 
riding, it is nonetheless important to consider. These probabilities push the zero share 
statistics up to 69%. 







The data also shows that the top 1 percent (333 hosts) represent approximately 37 percent 
of the total files shared. This quickly escalates to the top 20 percent (6,667 hosts) sharing 
98% of the files. Table 1 shows the values of the in-between data points. 


The top Share As percent of the whole 


333 hosts (1%) 1,142,645 37% 


1,667 hosts (5%) 2,182,087 70%


3,334 hosts (10%) 2,692,082 87% 


5,000 hosts (15%) 2,928,905 94%


6,667 hosts (20%) 3,037,232 98%


8,333 hosts (25%) 3,082,572 99%


Table 1 


 


As per our second definition of free riding we determined which hosts provide files and 
which hosts provide files that are actually downloaded. We attempted to capture this by 
analyzing the query response traffic. The difficulty with analyzing this data is that it is 







unclear for how long each peer was actually connected to the network. However, we can 
assume again that due to the large sample, network connectivity averages out to some 
degree. As we show below, bandwidth appears not to have a significant effect on free 
riding. Using the lower bound estimate of NAT based hosts of 5% we find that after 
eliminating hosts that provide no downloadable files we were left with a set of 11,585 
hosts. 


Again, we measured a considerable amount of free riding on the Gnutella network. Out of 
the sample set, 7,349 peers, or approximately 63%, never provided a query response. 
These were hosts that in theory had files to share but never responded to queries (most 
likely because they didn't provide "desirable" files). 


Figure 2 illustrates the data by depicting the rank ordering of these sites versus the number 
of query responses each host provided. We again see a rapid decline in the responses as a 
function of the rank, indicating that very few sites do the bulk of the work. Of the 11,585 
sharing hosts the top 1 percent of sites provides nearly 47% of all answers, and the top 25 
percent provide 98%. 


Who Shares Files?


In our second experiment we verified the hypothesis that files and query responses (and 
therefore free riders) are shared equally across different domains. The implication is that 
hosts based in domain a do not contribute more than hosts in domain b in terms of the ratio 
of peers on the network to files and responses offered. This does not imply that certain 
domains contribute more or less total hosts to the network, but simply that free riders are 
distributed equally. Additionally, domains can function as a proxy for bandwidth (for 
example aol.com hosts tend to operate on modems, and rr.com on cable modem 
connections). Therefore, if our hypothesis holds, the speed of a peer's internet connection 
will not influence the likelihood to free ride. 


In order to do this analysis we filtered our initial test set to 26,014 peers. These were hosts 
with IP addresses that were readily converted to host names. We then counted the number 
of hosts in each domain (mit.edu, home.com, etc.) as well as the number of hosts in each 
top-level domain, or TLD (.edu, .com, .net, etc.). 







 


In our set of hostnames there were 2,538 unique domains. The range of peers in each 
ranged from 1 to a maximum of 2,951. Figure 3a above illustrates this data. Each of the 
points in the figure represents a domain in terms of the number of peers (the x-axis) and 
the total number of files shared (the y-axis). The dashed line is the trend line for this data. 
A regression of the two dimensions yields an r-squared value of 0.927, indicating that peer 
count is linearly related to the number of files shared independent of the domain. 


Figure 3b depicts the relationship between query responses and peer count. Again, a 
regression on this sample of 1,276 domains reveals a fairly linear relationship between the 
two dimensions (with an r-squared of 0.922). We consider this evidence of an even 
distribution of free riders [3]. 


Figures 4a and 4b display the equivalent data sets for TLDs (edu, net, org, etc.). Figure 4a 
represents the 77 top-level domains in terms of peer count to the number of files shared. 







Figure 4b represents 61 top-level domains in terms of peer count to query responses. 
Again, there appears to be a linear relationship in both figures with the regression fitting 
with an r-squared of 0.953 and 0.958 for figures 4a and 4b respectively. 


Quality vs. Quantity


In the final experiment we tested our hypothesis that the number of queries answered is not 
necessarily proportional to the number of files offered. This provides a test of the "quality" 
vs. quantity argument. The intuition is that the kinds of queries that are issued by the bulk 
of Gnutella users are very concentrated on particular topics. The files that are returned for 
these queries are therefore more desirable, which defines their quality. Therefore, only a 
small number of peers will actually share anything that is considered to be high "quality." 


 


We found the degree to which queries are concentrated through a separate set of 
experiments in which we recorded a set of 202,509 Gnutella queries. The top 1 percent of 
those queries accounted for 37% of the total queries on the Gnutella network. The top 25 
percent account for over 75% of the total queries. In reality these values are even higher 
due to the equivalence of queries ("britney spears" vs. "spears britney"). 







The predicted behavior is present to some extent. For example, the top responding host 
only hosted 695 files, but responded to 3,436 queries. The next most responsive peer 
hosted 956 files and responded to 1,474 queries. 


Figure 5 illustrates the relationship between files hosts (the x-axis) and query responses 
(the y-axis) for 10,510 peers. As is apparent from the plot there is very little evidence of a 
relationship between quantity and quality in the Gnutella network. A regression analysis 
yields a very low r-squared value of 0.00105 for this data. 


Discussion


Studies of social dilemmas [Gl94] [Hu96] [Hu97] have shown that is hard to generate 
spontaneous cooperation in large anonymous groups. As we have shown in this paper, 
Gnutella is no exception to this finding, and an experimental study of its user patterns 
shows indeed that free riding is the norm rather than the exception. 


If distributed systems such as Gnutella rely on voluntary cooperation, rampant free riding 
may eventually render them useless, as few individuals will contribute anything that is new 
and high quality. Thus, the current debate over copyright might become a non-issue when 
compared to the possible collapse of such systems. This collapse can happen because of 
two factors, the tragedy of the digital commons, and increased system vulnerability, which 
we now discuss. 


The Tragedy of the Digital Commons


An ideal analysis of free riding would allow us to calculate the contribution provided by 
individuals in exchange for consumption (either in proportion or some fixed cost). There 
are two ways in which individuals on Gnutella can contribute. The first is simply by 
uploading files. The second is the active participation in the protocol of the network, thus 
providing the "glue" that holds the network together. It may be then that all peers on the 
network contribute even if they provide no downloadable files. However, there is a point at 
which peers that act only as glue provide diminishing returns to the system leading to at 
least two ways in which the quality of the service degrades. 


First, peers that provide files are set to only handle some limited number of connections for 
file download. This limit can essentially be considered a bandwidth limitation of the hosts. 
Now imagine that there are only a few hosts that provide responses to most file requests 
(as was illustrated in the results section). As the connections to these peers is limited they 
will rapidly become saturated and remain so, thus preventing the bulk of the population 







from retrieving content from them. 


A second way in which quality of service degrades is through the impact of additional 
hosts on the search horizon. The search horizon is the farthest set of hosts reachable by a 
search request. For example, with a time-to-live of five, search messages will reach at most 
peers that are five hops away. Any host that is six hops away is unreachable and therefore 
outside the horizon. As the number of peers in Gnutella increases more and more hosts are 
pushed outside the search horizon and files held by those hosts become beyond reach. 


Vulnerability 


One argument that has appeared in the popular press regarding systems such as Gnutella 
[Or00] is that there is a diminished risk of the system being shut down by either lawsuit or 
attack. It will be impossible, users argue, for the Recording Industry Association of 
America (RIAA) to sue all of them. This belief, which was spread by the press, allowed 
users to believe that they were safe among others. Unfortunately, in light of the evidence 
provided above, Gnutella provides a false sense of security. 


As we have seen in the experiments, there is a small collection of peers that provide the 
bulk of the shared files and answered queries. These few providers act as a rather 
centralized server consisting of several peers and thus the RIAA need not sue all users or 
even the bulk of users. They simply need to target the top-serving peers (of which there are 
very few that serve very many). 


Overcoming free riding 


There are many ways of patching Gnutella so that it can accommodate the same privacy 
rules but scale more effectively.[5] It is interesting therefore to establish how different file-
sharing applications rely on technological features to induce users to share. FreeNet, for 
example, forces caching of downloaded files in various hosts. This allows for replication 
of data in the network forcing those who are on the network to provide shared files. 
Unfortunately, such a system is prone to replication of "bad" or illegal data and "tainting" 
hosts.[6] The second cost of the automatic replication as implemented in FreeNet is the 
unique identifiers for files that forces users to know exactly what they are looking for. 


Napster, by default, downloads all files into a shared upload directory. In this way when a 
user downloads a file it is automatically shared. In some ways this feature addresses the 
FreeNet problem because users will only keep "good" files on their computers. However, 
users can easily circumvent this shared upload/download directory and frequently do. We 
have also witnessed Napster users misrepresenting the speed of their network connections 
(saying they are on a modem when they are on a high speed connection) in order to 
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discourage other users from connecting to them. Both system provide their own set of 
solutions to the free riding but at the cost of introducing other problems to their systems. 


Another possible solution to this problem is the transformation of what is effectively a 
public good into a private one. This can be accomplished by setting up a market-based 
architecture that allows peers to buy and sell computer processing resources, very much in 
the spirit in which Spawn was created [Wa92]. In this context we should stress that the 
utility to users does not necessarily have to be monetary. For instance, issues of prestige or 
status drive participation in open source systems like Linux [Lo00] and the same can be 
said of SETI@Home[Se00], where obviously to be the owner the PC that detects the first 
intelligent signal from outer space would constitute great utility. 


Another alternative for eliminating free riding is to reduce the cost. For example the 
Usenet system, while allowing some degree of anonymity, provided a great advantage to 
individual users as their messages were distributed by an infrastructure that offloaded the 
bandwidth requirements for individuals. That is, the only cost to the user was the initial 
posting; afterwards the message was propagated by the system. 


Conclusions


In this paper we analyzed user traffic in Gnutella and concluded that there is a significant 
amount of free riding in the system. Specifically, we found that nearly 70% of Gnutella 
users share no files, and nearly 50% of all responses are returned by the top 1% of sharing 
hosts. Furthermore, we found that free riding is distributed evenly between domains, so 
that no one group contributes significantly more than others, and that peers that volunteer 
to share files are not necessarily those who have desirable ones. 


These findings have serious implications for the future development of Gnutella and its 
many variants. In order for distributed systems with no central monitoring to succeed, a 
large amount of voluntary cooperation is required, a requirement that is very hard to fulfill 
in systems with large user populations that remain anonymous. 


Sometimes, the logic behind the decision to cooperate or not changes when the interaction 
is ongoing, since future expected utility gains will join present ones in influencing the 
rational individual's decision. In particular, individual expectations concerning the future 
evolution of the social dilemma can play a significant role in each member's 
decisions[Hu96]. An interesting continuation of these experiments may lead to an 
understanding of how free riding changes over time.  
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Notes


1. A much smaller experiment during a weekday revealed that in a sample of over 300 
hosts 72% of share no files, a result consistent with our extended study. 


2. NAT hosts shared no files 68.7% of the time, and ten or less files 74.5% of the time. The 
top 1% of NAT hosts shared 37.8% of the total files, and the top 25% shared 99.4% of the 
total files. 


3. Of tangential interest may be the top number of hosts sharing files. The top 5 domains 
are (from most to least) home.com, rr.com, aol.com, t-dialin.net, and mediaone.net. The 
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top hosts in query responses are home.com, rr.com, mediaone.net, ks.us, and pacbell.net. 


4. The top five domains for queries in the first-level domain in terms of files shared are: 
net, de, nl, edu, and ca. For queries answered they are: com, net, edu, de, and nl. 


5. Hint: Mix one part mailing list, one part anonymous bulletin board (see for example 
[Ch85]), and one part anonymous re-mailer (add more re-mailers depending on taste for 
paranoia). 


6. If a user requests a bad file (say a bomb or Trojan [St00]), this file is replicated between 
all computers from the host uploading to the host downloading. 
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daily photos. 


●     The End of Innovation?
An interview with Lawerence Lessig 


●     What is P2P... and What Isn't?
Clay Shirky 


●     Free Radical: Ian Clarke has Big Plans for the Internet
Ian Clarke 


●     Remaking the Peer-to-Peer Meme
Tim O'Reilly 


●     Code + Law: An Interview with Lawrence Lessig
●     Convergence of Peer and Web Services


Jeff Schneider
●     Morpheus Out of the Underworld


Kelly Truelove and Andrew Chasin


Weblogs by Speakers:


●     Lucas Gonze 
●     Rael Dornfest 
●     Richard Koman 
●     All p2p Weblogs 
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Despite the NASDAQ
downturn, a new technology
trend is making its
way into pundits and
technology vendors' hearts:
peer-to-peer (P2P) computing. The Gartner Group says P2P will “radically change business
models.” Andy Grove, chairman of Intel, calls P2P “a revolution that will change computing
as we know it.” And vendors such as Lotus, IBM and Hewlett-Packard are rushing alongside
Intel to build P2P applications. Yet this type of computing and its repercussions on the IT
community are still not understood by many people.


What is P2P?
P2P is often described as a type of decentralized computing where computers communicate
directly with each other. A more common (and limiting) definition says that P2P
environments consist of computers with equal capabilities that share resources (such as
processing power and memory), communicate exclusively with each other and do not connect
to servers or central databases. Some P2P setups and applications, however, stray from this
purist definition and include servers in the mix.


See additional resources on this
topic.


P2P computing environments pool together processing power
and memory from many computers. A well-known
organization that uses P2P is SETI@home, a group that probes
the universe for extraterrestrial intelligence by analyzing
signals received from telescopes, all with the aid of the


combined processing power of millions of computers, whose owners install SETI@home’s
software.


P2P applications — such as Napster, a website that provides software with which people can
search for and swap music files on each other’s computers — allow users to communicate
synchronously, doing things such as instant messaging, working on shared documents and
searching each other’s computers for files.


Essentially, P2P allows computers, and their users, to tap unused resources — such as extra
megahertz of processing power, gigabytes of storage and the rare music gems — that would
otherwise remain locked up in individual desktops.


As more vendors and CIOs try to make sense of this burgeoning space, there is more
discussion about the definition of P2P. Some create what they consider to be P2P computing
environments with servers. They regard P2P as simply the efficient use of networked
computers that do not have to be equal, and can scale and allow a more powerful computer to
assume the bulk of processing demands. In fact, some applications, including Groove, require
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a server-based relay service for when users want to make their workspaces accessible to
people outside their firewall.


Is P2P computing new?
Despite the flurry of recent attention generated by Napster, (which was sued by the recording
industry in 2000 for violation of copyrights), P2P computing has been around for several
decades. But alternate forms of computing, such as client/server, have been more popular, in
part because they allow CIOs to have central control of networks and because they are
cost-effective (computers that act as terminals are cheaper than those with their own memory,
processing power and applications).


It wasn’t until the speed of PCs increased (as well as the number of them connected to each
other via the Internet and private networks) that P2P computing really picked up. One of the
earliest large-scale uses of P2P was in 1994 (when fast processors, like Intel’s Pentium II,
were on the market), when two scientists at the Goddard space Flight Center in Maryland
networked 16 processors together and created a single cluster computer. In 1999 Napster
launched and, a few months later, SETI@home began distributing its P2P software.


These two efforts received a good deal of press in 2000 and helped spur the current craze.
Intel Capital, the chip maker’s venture capital arm, estimates that over 80 vendors are trying
to make their way with P2P applications, though most have not yet launched. Many seem to
be building applications focused on increasing the exchange of intellectual property in the
enterprise.


Who’s leading the pack?
One P2P vendor that is receiving a lot of attention, in part because it was started by Ray
Ozzie, the creator of Lotus Notes, is Groove Networks. Its application, called Groove, (which,
as of this writing, is still in its beta stage) is a type of operating system that lets users create
virtual work spaces in which they put files that others can browse and use. They swap and
work on shared documents from each other’s PCs, through a browser-based interface, as
though they were central databases.


Another company receiving a lot of ink is InfraSearch, a soon-to-be-launched search engine
that will reportedly return images, solutions to calculation and other non-text data that cannot
be found by engines like Yahoo that scour only their own indexes instead of external
databases. This Calif.-based startup is reportedly planning on setting up private networks for
businesses so that users can search each others’ computers for hidden documents or supply
chain partners’ computers for real-time prices, inventory status, or catalog listings.


What are the three flavors of P2P?
There are three basic divisions in P2P land: collaborative computing, instant messaging, and
affinity communities.


COLLABORATIVE COMPUTING environments (also called distributed
computing, shared processing, cycle sharing, and multi-agent systems) pool the
processing power of many computers. SETI@home is collaborative computing’s poster
child. Some vendors like Popular Power, United Devices and Entropia recruit people
from the general public to volunteer their computers’ idle processing power. In return
these netziens either receive incentives or the satisfaction of knowing they are helping a
worthy cause (many recipients of the processing power are non-profit organizations).
Collaborative computing environments are popular with science, biotech and financial
services firms that need intense computer processing. Intel, for example, has reportedly
been using P2P computing since 1990 to run broadband-hogging chip design
applications. But many enterprises that don’t have such demands for processing power,
have not embraced collaborative computing because such environments are very
difficult to manage and require much coordination.


1.  


INSTANT MESSAGING applications allow users to swap text messages
synchronously. Commercial vendors such as AOL and Microsoft offer free messaging
tools. Most enterprise vendors are simply trying to duplicate the success of these apps
while tailoring them for enterprise use.


2.  


AFFINITY COMMUNITIES are direct file sharing groups, like Napster. They use
shared spaces in which they interact directly without dealing with servers and
boundaries, doing things such as collaborating on documents in a shared space, instant
messaging each other, and searching each others’ computers. Vendors in this arena
include the aforementioned Groove Networks, GoneSilent, Pointera, Roku, uRoam,
Hilgraeve, FlyCode, Hotline Communications, Kalepa Networks and Centrata.


3.  


Some industry watchers predict that some commercial e-commerce ventures will start using
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P2P technology. On the heels of Napster, these companies will set up systems in which
groups share data, but pay, for example, to download a peer’s e-book file. People could also
sell items listed on their computer in an auction manner without dealing with an auction site
like eBay. Other P2P observers have pointed out similar uses of P2P for online marketplaces
and for companies who want to extend their content network to customers, as an added value.


How does P2P fit into the enterprise?
P2P proponents say that businesses can save billions by using distributed computing setups
that take advantage of unused bandwidth and resources. Messaging tools and affinity
communities can open up intellectual property and data that are otherwise hidden in
departmental offices and servers. Now that knowledge management is such a big priority for
so many companies (80 percent of the world’s biggest are dabbling in KM, according to
PricewaterhouseCoopers and the Conference Board), businesses can reap benefits from P2P
that they don’t care to measure in dollars.


What problems do CIOs have with P2P?
Security remains one of the biggest issues. Because P2P is ad hoc and decentralized in nature,
IT departments can’t have the same level of centralized control they have with client/server
setups. This is where some P2P users have introduced servers, so they can hold on to some
central control, as well as provide security for when users of messaging and affinity
communities can contact people outside the firewall. CIOs may want to consider further
security precautions, such as watermarking, which allows for authentication of a given piece
of software.


In addition to security issues, P2P setups also place a huge burden on individual computers.
The applications can chew through a lot of bandwidth and even, inadvertently, reroute the
flow of network traffic. Further, applications do not always work together in P2P
environments.


How CIOs work around issues of security, scalability and oversight remains to be seen. Few
organizations (with exceptions like Intel) have established and are talking about their own P2P
networks. And few vendors have proven themselves, though they are touting solutions to
some of the aforementioned issues.


Many messaging and community vendors say they built their solutions with encryption and
algorithms that safely let users configure their setups. Those dabbling in the network realm are
proposing more scaleable solutions that allow lesser computers in P2P networks to take a
subservient role to the more powerful computers. But there’s no proof yet.


One thing, however, is near certain: If a P2P network or application becomes popular in an
organization, CIOs will likely have to beef up the computers’ bandwidth and networks’
capacity. (Case in point: Indiana University banned file-swapping programs when it
discovered Napster was consuming half of the university’s network.)


Despite the ambiguity and threats such P2P solutions pose, CIOs should not dismiss P2P.
Their company’s users are most likely already using chat tools like AOL’s instant messenger
to conduct work, thus bypassing their security infrastructures.


How can P2P help my company?
Unless you work for a company that requires a lot of computing power to complete a task
(such as a biotech, financial services, chip manufacturing firm, or an organization focused on
breaking codes), you likely will not be installing a collaborative computing environment.


But, across the board, enterprises can theoretically benefit from P2P messaging tools and
affinity communities. The messaging tools allow synchronous communication that is
impossible with email. So remote workers collaborating on a project can instantaneously chat
and complete a task.


The affinity communities will enable companies to tap intellectual property locked up in
boundaries such as separate offices and servers with restricted access. If they’re opened up,
employees can save time by instantly search for documents. (Imagine a lawyer looking for a
legal document, written by a coworker for a different client, that he knows he could quickly
modify for his present client, but can’t find anywhere on his network. If he’s in a P2P
community with that other lawyer, he could search his computer for the document and quickly
retrieve it.)


What is the future of P2P?
Aside from the furious attention P2P has received from the press and new vendors, there have
been few attempts to define protocols for it. Intel seems to be positioning itself to be at the
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forefront of such nascent activity and, in August, 2000, formed a consortium called the
Peer-to-Peer Working Group that invites anyone to help it debate and develop such tenets.
The Foundation of Intelligent Physical Agents, a non-profit standards body, has also formed a
group to create and propose actual P2P standards.


One way to stay on top of this morphing space is to join the P2P discussion mailing list run by
the Peer-to-Peer Working Group. Members in the discussion thread actively debate the
definition of P2P computing and applications, touching on issues mentioned in this article.
(To sign up, visit http://www.peer-to-peerwg.org/join/index.html.)


CIO Articles:


P2P not quite ready for the enterprise
IT executives should watch developments in P2P networking,
and begin experimenting with it when the time is ripe
March 16, 2001 - CIO.com


Is peer-to-peer technology just a passing fad?
Learn what IT professionals think of peer-to-peer technology.
February 13, 2001 - CIO.com


Related Resources:


The Emergence of Distributed Content Management and
Peer-to-Peer Content Networks
A white paper from Gartner Consulting (PDF file).
January 2001 - Gartner Consulting


openp2p.com
A site by O'Reilly geared toward developers and dedicated to
p2p and issues surrounding this technology.


P2PTracker.com
This site offers p2p news updates, product reviews and
articles.


About.com P2P Guide
Contains a number of high-level overviews, FAQs, definitions
of related technical terms and concepts.


Hip or Hype:


Is P2P the key to a new computing environment?


yes
no


For more emerging technologies see the Tech Current
home page.


Part of this report originally published January 12, 2000
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technologies from Groove
Networks, Sun Microsystems,
and other vendors, to begin
deciding if and where it might
fit in their enterprise networks.
P2P networking faces some
key obstacles as it evolves,
including security concerns, a
lack of standards and uncertain
industry adoption. IT
executives should move
forward cautiously with any
pilot deployments, to make
sure they do not get saddled
with technologies that are
marginalized by industry
developments or insufficiently
interoperable with other key
solutions.


●   


IM can be viewed as a "light"
version of P2P networking,
especially with support for
sharing files, links to Web
sites, and other resources. IT
executives should look for
constituencies and areas in
their enterprises where IM can
be helpful, separately or as
part of a larger P2P
development or deployment
effort.


●   


P2P networking has been around for
years in multiple forms. For
example, IBM has touted Advanced
Peer-to-Peer Networking (APPN) for
connecting mainframes to local area
networks (LANs) since the
mid-1990s. Today, P2P is gaining
increasing currency as the Internet
increasingly links more and more
computers and enterprise networks.


At its heart, P2P turns every
networked client into a mini-server
as well. With P2P, all intermediating
servers have to do is manage the
lists of authorized, registered clients.
Communications such as messaging
and file-sharing can take place
directly among the clients.


A Troy, NY company known as
Buddyusa, Inc. offers a software
product called Aimster. Aimster
supports encrypted, private file
searching and sharing among users
of instant messaging (IM).
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Integration with America Online's
AOL Instant Messaging (AIM) is
supported currently, with support for
ICQ, Microsoft Network (MSN), and
Yahoo! Messenger coming soon. The
product currently supports the AOL
File System and the open source
Gnutella file system, with support for
Microsoft Networking also coming
soon, according to Aimster.


Aimster is a succinct example of
what Napster, the legally troubled
P2P-based online music exchange
service, hath wrought. Aimster also
demonstrates one set of reasons
why IT executives who have not
already done so should begin soon to
delve deeper into P2P networking
and its subset, IM. P2P and IM
appear poised to wreak significant
changes on the networked
computing landscape, even as they
offer some promise to enterprise IT
executives and the users they
support.


Aimster, unlike Napster, imposes
some controls over file access and
exchange. It also supports exchange
of any file type, not just the music
files that got Napster into such
trouble. Such freedom of choice
among file types creates
opportunities for users to exchange
copyrighted or otherwise
unauthorized materials, but P2P
vendors attempting to provide
business solutions are taking steps
to reduce the risks. Aimster, for
example, supports file sharing only
between users who are known to one
another via AIM "buddy lists."
Buddyusa claims that this approach
not only avoids copyright
infringement, but also reduces the
risks of spam and viruses, since all
users exchanging files are known to
each other.


Internet-based P2P networking is
already at work on many computing
problems. A well-known example is a
project focused on the search for
extraterrestrial life (SETI). The SETI
Institute conducts the SETI@home
project in conjunction with the
University of California at Berkeley.
Volunteer PC owners download from
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SETI@home screen-saver software
that users those users' computers
when their systems are otherwise
idle. The software aggregates these
available processing cycles and adds
them to resources being used to look
for radio signals that might come
from someplace other than Earth.


IT executives at enterprises
conducting computing-intensive
initiatives could use such an
approach to harness hundreds or
thousands of client systems across
their own networks. This might
reduce or eliminate the need to buy
or burden additional servers.
Companies such as Distributed
Science and Entropia already offer
software that helps link computers
together over the Internet or
corporate intranets, to turn
networked PCs into distributed
computing platforms for commercial
and research applications. Such
networks are being used today to
test and measure Web site
performance and quality of service
(QoS), increasingly important issues
at enterprises conducting e-business.


P2P is also gaining support among
proven, enterprise-class software
and hardware vendors. Sun, for
example, recently announced Jxta, a
P2P technology Sun is proposing as a
de facto and eventual industry
standard. Bill Joy, Sun's chief
scientist, is leading Project Jxtapose,
an "incubator" designed to foster
development and support of JXTA, at
Sun and elsewhere. On Mar. 6, Sun
announced plans to acquire
InfraSearch, a privately held
California-based developer of P2P
searching technologies. Another P2P
software developer, OpenCola,
recently received $13 million in
second-round financing.


Meanwhile, early business P2P
software developer Groove
Networks, founded in 1997 by Lotus
Notes creator Ray Ozzie, has raised
more than $60 million in investment
capital. The company signed up 100
business, consulting, and
development partners less than 90
days after introduction of a Preview
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  Edition of its software, available
online at www.groove.net.


P2P has the potential to deliver
important benefits to enterprise
networkers, beyond aggregated raw
computing power. For example, a
sufficiently robust, scalable, and
secure P2P architecture could be a
powerful adjunct to current data
backup solutions. P2P can also help
users protect one another from
viruses and other attacks on their
networks, and facilitate rapid sharing
of anti-virus software and other
protective tools. However, RFG
believes that P2P application
requirements should be carefully
reviewed from a bandwidth
consumption standpoint because of
the potential negative impact that
could occur across the enterprise
network if adequate bandwidth is not
available.


Network Associates' myCIO.com
subsidiary already offers Rumor,
application-independent P2P
software designed to aid sharing and
distribution of anti-virus software
and firewall configuration updates.
Rumor also includes token-based file
authentication to eliminate rogue
files masquerading as security
updates, as well as support for
resumption of interrupted
downloads.


P2P is also poised to help solve a
problem facing increasing numbers
of enterprise IT executives and
network service providers:
connections among thousands to
millions of network clients, including
non-PC devices. When combined
with technologies ranging from IM to
intelligent software agents, P2P can,
according to its supporters, deliver
more and better networking services
to enterprise users, while reducing
demands on traditional networking
and computing infrastructures.


However, IT executives should
realize that despite the ballyhoo, P2P
for the enterprise is still in its
infancy. There are no standards for
quality of service (QoS) consistency,
interoperability, or security, and
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many P2P applications can render
current firewall implementations
ineffective. IT executives may also
find management tools for P2P
networking unavailable or
inadequate for some time to come.


In addition, enterprise bandwidth
use and requirements, and who will
pay for any increase in these, are
significant unknowns overshadowing
P2P's potential importance. ISPs and
other providers have already said
publicly that bandwidth pricing might
be affected by significant increases
in use fostered by P2P adoption.
There is also far too little real data to
allow IT executives or others to
predict P2P's effects on bandwidth
use with any certainty. Some ISPs
are already tinkering with their
pricing models in the hopes of
curtailing "bandwidth hogs," or users
who consume large amounts of
network capacity for long periods of
time.


IT executives should focus on P2P
architectures and solutions that do
not materially increase bandwidth
requirements or costs within their
enterprises. IT executives may find
that the above limitations make P2P
most applicable and useful to their
enterprises over private network
connections, where QoS and cost
issues are more manageable than
over Internet links.


Despite the current limitations and
risks, IT executives should keep
careful track of P2P developments,
especially among established
enterprise IT providers such as Intel
and Sun. Meanwhile, IT executives
should be looking carefully at user
groups within their enterprises where
implementation of secure IM may
make sense. Enterprise-oriented IM
solutions are already available from
Lotus via its Sametime product, and
from Microsoft as part of its
Exchange 2000 messaging solution.
Novell also offers a
business-oriented IM solution called
Instant Me, which is integrated with
AIM and Novell Directory Services
(NDS).
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Emerging companies other than
Buddyusa are addressing the market
for enterprise-class IM as well.
Examples include 2Way Corp.,
Bantu, Ecocys Technologies,
FaceTime Communications, and
Planet Exchange. IT Executives
should look carefully at
developments at such companies for
clues to the evolution of enterprise
IM and P2P solutions, whether they
decide to do business with such
companies or not. Where IM is
considered, IT executives may want
to seek legal counsel to make sure
IM does not bypass legal
requirements for retention of
corporate communications or
financial data.


IT executives should also track
development of standards-based IM
and P2P solutions. Many current IM
solutions are based on proprietary
technologies, which may offer some
performance or security advantages
but risk incompatibility with other
networked IT resources. A trade
association known as IM Unified is
focused on delivering interoperability
among IM solutions, using Internet
Engineering Task Force (IETF)
standards as the foundation for such
interoperability. Members include
AT&T, Excite, MSN, Prodigy, and
Yahoo!. One company notable in its
absence from the group is AOL,
which is still resisting industry
pressure to open up the AIM
architecture for greater
interoperability with other IM
solutions.


Finally, IT executives seeking to
support wireless connectivity and
users of non-PC devices should also
be watching P2P developments
closely. Several established and
emerging P2P solution providers are
already developing agent-based P2P
solutions designed to ease
integration of such connections into
enterprise networks, especially in
conjunction with support for the
Wireless Access Protocol (WAP).
However, IT executives should be
extremely vigilant and fully test any
wireless IM, P2P or other
deployments thoroughly.
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RFG believes that while IM and P2P
technologies are not inevitable for
every enterprise, they are poised to
bring significant change, as well as
significant benefit, to many
enterprise and e-business networks
and initiatives. IT executives should
begin their explorations cautiously,
by identifying constituents likely to
benefit from IM or P2P deployments,
then examining candidate solutions
from incumbent vendors where
possible. In addition, and especially
where emerging vendors and
solutions are concerned, IT
executives should remain focused on
business application requirements,
interoperability, scalability, and
standards when considering any IM
or P2P deployment, no matter how
much hype either technology
receives.
© 2001 Robert Frances Group. All
rights reserved.


Michael Dortch is the Robert
Frances Group's Principal Analyst. He
can be reached at 203-291-6900 or
mdortch@rfgonline.com
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Is peer-to-peer technology just a passing fad?
Poll posted January 29, 2001
No ­ 32.61% (348 votes)
Yes ­ 67.39% (719 votes)
Total = 1067 votes
Current poll results


February 13, 2001 -- The latest three-letter
acronym to hit the hype meter is P2P
(peer-to-peer). And, according to people who
responded to CIO.com's Quick Poll, this type of
computing will never be anything more than hype.


P2P is a type of computing in which computers
communicate directly with each other, without
relying on more powerful servers. Network
environments based on P2P pool processing power
and memory from many computers. P2P
applications—like Napster, a website that posts
software that people use to swap music files
directly from their computers—allow users to
instant message, work on shared documents and
search each other's computers for files.


P2P has taken off in the consumer space, with
millions signing on to tools like Napster and AOL's
Instant Messenger. Venture capitalists are rushing
to invest in a new flood of P2P startups -- a number
Intel Capital puts at 80—as is Intel. When
attendees at last October's CIO Perspectives
Conference were asked to choose the startup with,
"the next blockbuster idea," they chose Parabon, a
P2P developer.


Does a wireless Internet connection
have a place in your business?


Yes


No
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But respondents to CIO.com's Quick Poll—typically
CIOs and business people looking for answers about
IT issues—aren't as impressed. Out of 1067 visitors
who voted in the last week of January, 719, or
67.39%, said that yes, P2P is simply a passing fad.


These IT insiders know that P2P is not new; the
only thing that's new is the buzz surrounding
applications like Napster and Groove. P2P
computing has been around for several decades,
but client/server computing has been more popular
in the enterprise, in part because it allows for more
central control. It wasn't until the late 90s, when
the speed of PCs increased, as well as the number
of them connected to each other via the Internet
and private networks, that P2P computing really
picked up.


Companies started doing things like pooling
processing power to build chips and break codes.
Then came Napster and AOL's Instant Messenger.
Newer vendors are particularly interested in
creating tools that help unlock intellectual property
in the enterprises, like Groove, an OS-like
application full of shared collaboration spaces that
was developed by Lotus Notes creator Ray Ozzie.


CIO-types knew, before the hype, that P2P setups
pose problems, and they still know what they are.
Because P2P networks lack centralized
administration, they don't have the same amount of
security and control. Individual computers in P2P
environments can become overloaded and crash,
which inadvertently reroutes network traffic.


Even some vendors agree with Quick Poll
respondents and admit that there's too much hot
air surrounding P2P. Adam Beberg has been
working with P2P setups since the early days and
more recently started a company named Mithral
that sells a tool kit which helps P2P administrators,
but he doesn't think enterprises will make P2P
vendors very popular.


"The whole space is like car companies were
originally," he says. "There were once hundreds and
now there's five. In P2P, there will probably be one
or two small companies left. When that happens, I'll
head for other things."


All Quick Polls
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Executive Summary _____________________________
There are three key trends driving the need for, and emergence of, distributed content
management solutions: explosion of unstructured data; the critical need to formally manage
content; and internetworking and collaboration within and between enterprises. These trends are
converging to produce two key requirements—the need to create superior online user
experiences and the need to work collaboratively.


Distributed content management systems address the need to access content wherever it resides,
produce content while maintaining control over it, and collaborate efficiently by sharing data
real-time within a distributed network of stakeholders. These systems create virtual content
repositories that eliminate the need for structured storage. In fact, with these systems, data
structure becomes irrelevant because information is accessed at its source, in its native format,
expanding the reach and participation of stakeholders.


Gartner sees immediate synergies between distributed content management and Web content
management (WCM) solutions. Together, distributed content management and WCM solutions
provide access to potentially all enterprise and interenterprise content, and allow that content to
be effectively managed and distributed via the Web.


Of course, distributed content management solutions can also stand on their own. Enterprises
that need to share real-time information across geographically dispersed knowledge workers can
benefit from such solutions immediately. When distributed content management solutions
provide a virtual content repository without distracting from the strengths of other process-
dependent systems, they can form the backbone of any platform that requires real-time, efficient
information sharing.


In the short term, distributed content management solutions may complement enterprise portal
solutions, which are less affected by wider e-business processes. Longer-term, distributed
content management solutions may complement supply chain management (SCM), customer
relationship management (CRM) and e-commerce solutions.


Peer-to peer computing (P2P) is currently touted as the next “killer application” for the Internet.
Because P2P encourages a distributed architecture, it will create significant challenges in
security, policy and workflow, but these are not insurmountable. Gartner believes that by
developing formal P2P content networking solutions based on the Data Centered P2P model1,
enterprises will be able to create significant new dimensions of competitive advantage by
leveraging real-time and otherwise unavailable content and content stakeholders.


                                                
1 Data Centered is accomplished by creating a dynamic index server: as clients connect to the network, specific
storage areas of clients are scanned and relevant data indexes added to the server. Users seeking data can search via
the server, then connect directly to other clients for direct access to the data.
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Given e-business trends, market drivers and the importance of partnership strategies, Gartner
expects that P2P content networks will become prevalent within the next five years. Gartner
believes that by the year 2003, 30 percent of corporations will have experimented with Data
Centered P2P applications for content distribution (0.7 probability). Gartner also believes that
half of the current server-based content management vendors will add Data Centered P2P
functionality to their product offerings by 2005 (0.7 probability).


The emergence of P2P content networks will further blur the lines between organizational
boundaries and empower users. Internetworking, where connections are made between
enterprises to share information and collaborate, will create value for end customers. For users,
search requests can be set to run at the server level, and as new content is indexed, alerts will be
sent to the users, thereby greatly increasing the ease of searching. Users will be able to create
their own personal index that will reduce information overload, and will be able to share this
index with other users who have similar requirements.


In a nutshell, Gartner believes that P2P content networks will be an important part of an
enterprise’s ability to work collaboratively, although security and control issues will need to be
addressed before adoption becomes widespread. Gartner also believes that P2P content networks
will be an important part of creating superior online user experiences, particularly when
successfully integrated into WCM solutions.
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Introduction____________________________________
In this paper, Gartner explores the emergence of distributed content management and P2P
content networking and its importance to enterprises which seek to benefit from collaborative,
efficient and real-time sharing of data within a distributed network of stakeholders within and
outside of their enterprise.


Distributed content refers to content that lies not only on centralized servers, but also to content
which resides on individual computers within an enterprise and to content that resides in other
enterprises. A distributed content management system addresses all stakeholders’ needs to access
content wherever it resides, and produce content while maintaining control over it.


Three key trends are converging to create the need for distributed content management:


! Data explosion


! The critical need to manage content


! Internetworking and collaboration.


We will explore the trends and consider the opportunities that emergent distributed content
management solutions can fill. Given that P2P computing is currently touted as the next “killer
application” for the Internet, we will analyze its impact on distributed content management.
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The Need for Distributed Content Management ______
Driving Trends
Data Explosion
The first key trend contributing to the need for distributed content management is data explosion.
Complicating individuals’ and enterprises’ attempts to filter, manage and share information is the
fact that much of that information is unstructured. Structured data is stored in data warehouses,
data marts and application databases. Unstructured data can not be readily stored in a relational
database and is, therefore, difficult for users to access.


Other solutions will explore removing the need for a central repository of information and,
therefore, the removal of the issue of having to structure data in order to store it. Distributed
content management solutions, that create a virtual content repository by being able to tap into
any data in its native format wherever it resides are not affected by the existence of structured
and unstructured data.


The Need for Content Management Solutions
Web Content Management
One of the key areas of focus has been the management of content for Web sites, or WCM.
WCM systems have been created to:


! Manage and tap directly into decentralized content sources while maintaining a centralized
repository.


! Combine content components.


! Separate content from design.


! Provide flexibility and speed in the combination and delivery of content.


! Manage workflow of content creation.


! Provide scalability.


Gartner believes that by year-end 2001, more than 60 percent of Web sites that have more than
1,000 pages will rely on commercial packages for management of Web site content and
components.


Despite their ability to help manage content for Web site delivery, WCM solutions rely on a
centralized repository for the storage and management of content, and this introduces constraints
in terms of access to content and the ability to keep the content dynamically updated. It is
possible that distributed content management solutions could complement WCM solutions by
providing a decentralized or virtual content repository on which WCM solution could be based.







The Emergence of Distributed Content Management and Peer-to-Peer Content Networks
Engagement #010022501


Entire contents © 2001 Gartner Group, Inc.  All rights reserved.
January 2001—Page 5


Global Web Content Management
As enterprises tap into the Internet to expand their global reach, they are faced with an even
greater content management challenge—global Web content management (GWCM). GWCM
solutions address the requirement for content in multiple versions to be optimized for reuse based
on culture, language and commerce. To create a global presence, enterprises are likely to need
multiple, potentially replicated and centralized content repositories in different locations.


Distributed content management solutions could provide a global virtual content repository to
GWCM solutions and alleviate the need for replication of centralized content repositories across
the global enterprise. GWCM, however, puts stress on the areas of control and versioning, and
distributed content management solutions will need to work with GWCM solutions to make sure
that the necessary processes and controls for localizing language, culture, currency and business
logic are maintained.


Internetworking and Collaborative Commerce
As enterprises have started to mature in their application of e-business, internetworking—where
connections are made between enterprises to create recombinant business models and
communities—has become increasingly prevalent and extremely powerful for efficiently
creating superior value for the end customer through information sharing and collaboration.


The collaborative commerce (c-commerce) vision includes internetworking, but it goes a step
further by enabling multiple enterprises to work interactively online to find ways to save money,
make money and solve business problems—often by dynamically restructuring their
relationships.


While distributed content management solutions are unlikely to deal with the transactional data
created as a result of c-commerce, they could support collaboration in the sharing, and ultimately
the creation, of information required to achieve and sustain recombinant business models and
communities.


Enterprise Portals
While traditionally enterprise portals may have been focused on employee productivity, their
reach is extending beyond the enterprise to embrace customers and trading-partner communities.
Portals are unique in their ability to deliver quick and personalized access to a massive array of
subject-related information.


Distributed content management will enhance the success of enterprise portals because it will
provide an efficient and effective way for employees and external stakeholders to collaboratively
share information whether it is unstructured or structured. Distributed content management
solutions, however, are not reliant on a portal interface to allow networked stakeholders to view
content.


Gartner believes that distributed content management will be applied to enterprise portal
environments. Enterprise portals will leverage the ability of distributed content management
solutions to provide real-time, personalized networks of information to all internetworked users.
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Distributed Content Management Emerges
Distributed content refers to content that lies not only on centralized servers, but also to content
which resides on individual computers within an enterprise and to content that resides in other
enterprises. A distributed content management system addresses all stakeholders’ needs to access
content wherever it resides, and produce content while maintaining control over it.


The combination of the explosion of unstructured data, the need for content management,
internetworking and collaboration, and distributed networks has created the need for distributed
content management. By creating a virtual content repository, distributed content management
solutions remove the need for physical and structured storage and allow real-time, efficient
information sharing between multiple, geographically spread stakeholders within and outside of
an enterprise.


Characteristics of Distributed Content Management
Distributed content management systems should ideally allow:


! Searching of distributed sources as if they exist on a centralized server. This is an absolute
must-have item.


! Stakeholders to provide content from distributed sources, with the content residing where
owners maintain control of it and owners can deliver real-time updates and changes.


! Preservation of secure access based on the rights from the original location.


! Administration of the entire network from a single point of access.


! Delivery of real-time content to the network that is not replicated.


! Authentication of users.


! Personalization of the display of content based on a user’s profile.
! Creation of dynamic tables of contents.


! Consistent presentation of content regardless of its native format. Currently, the differing
formats of distributed content act as a barrier to users attempting to collaborate with other
enterprises.


Distributed Content Management Complements WCM
WCM systems currently employ a centralized data model—content is stored in a central
repository even though content creators can be decentralized and connected through workflow.
Even with the advent of WCM systems, some limitations exist:


! Enterprise content held outside of the central WCM repository is invisible to content creators
and important knowledge and contextual information is lost.


! WCM systems may not hold the most recent version of content unless a content stakeholder
updates content via the WCM system’s workflow.
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! Content held within the central WCM repository is not available to real-time searching
because the workflow process controls new content.


! Expertise of various stakeholders remains untapped, especially when a stakeholder is outside
of the enterprise’s firewall.


! Stakeholders must work within WCM system workflow, which should be designed around
business processes, but which may still not naturally fit with multiple work environments.


Together, distributed content management and WCM solutions provide access to potentially all
enterprise and interenterprise content, provided that all stakeholders are adequately networked
and allow that content to be effectively managed and distributed via the Web. WCM solutions
provide the more rigorous infrastructure required to manage and publish content assets and
processes, while distributed content management solutions contribute the ability to access, search
and share information across all potential content stakeholders in real-time.


Content management grew out of the needs for security, control and auditing of content. To be
successful, distributed content management and WCM models must be integrated without
breaching the fundamental tenants of content management.
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A Solution for Distributed Content Management:
P2P Content Networks ___________________________
An Introduction to P2P
P2P networking is currently touted as the next “killer application” for the Internet and, in
particular, for distributed content management. However, it is vital to understand that P2P is not
a solution in its own right, but a collection of five very different application architectural models
that exhibit very different strengths and weaknesses. While P2P will have a major impact on how
content management is deployed in the near future, it also poses some new challenges of its own.


By their very nature, all five P2P models encourage a distributed architecture. With this come
challenges in terms of security, policy and workflow governance. However, it is incorrect to
assume that all approaches to P2P encourage wild and uncontrolled access to users and data. All
P2P models can be designed to be either:


! Informal: Uncontrolled access to index or directory and their related resources. Not governed
by formal corporate policy (e.g., Napster and Gnutella).


! Formal: Strictly controlled access to index and directory services, with control residing at
both server and client levels, and related resources. Also, pre-planned workflow for
application usage. Protocols easily defined and monitored at the network level
(e.g., NextPage and Groove).


Corporate content management will require a highly focused formal P2P approach.


The Five Models of P2P
The five models are described in full in the Appendix. This section gives a brief explanation of
the five models.


Atomistic
The Atomistic model is the earliest and simplest approach to P2P. To many, this is the “true” P2P
architecture since it involves direct client-to-client connectivity without any mediation by
servers. However, because it lacks a server component, it has no method for establishing
communication links based on data availability or user identity.


User Centered
User Centered P2P applications utilize a directory (distributed or on a single server) to provide
an efficient way for users to make connections with other users on a network.


Data Centered
Data Centered (data-focused P2P application) allows users to search and access data and content
held on other users’ systems. This is the area of greatest excitement, if not promise.
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Web Mk 2
Web Mk 2 is a convergence of all the above models with current Web architectures and
infrastructure. In this model, today’s browsers will evolve into user-configurable workspace
managers, which integrate the three types of P2P interactions previously described into task-
specific work environments. Multiple directory services will link users together on an ad-hoc
basis. Concurrently, multiple indexes will allow access to different forms of data, whether on
servers (the Web, FTP, application servers) or on client systems.


Compute Centered—Distributed Processing
Distributed Processing is also seen as a type of P2P computing. Here, instead of using a single
large processor, an application’s processing is split between multiple clients. A server is used to
coordinate the split processing. The distinction from traditional parallel processing is that the
nodes are distributed over the Internet and that they are used on an opportunistic basis.


P2P Models that Apply to Content Networks
Data Centered and Web Mk 2 support P2P content network requirements in which disparate
resources are connected and accessed as if they were in one central repository. This section
examines these models in more detail.


Data Centered
Data Centered (data-focused P2P application) allows users to search and access data and content
held on other users’ systems. As stated previously, synergies can be created through partnerships
of WCM and distributed content management solution providers. This is the area of greatest
excitement, if not promise.


How it Works
Data Centered is accomplished by creating a dynamic index server: as clients connect to the
network, specific storage areas of the clients are scanned and relevant data indexes added to the
server. Users seeking data can search via the server, then connect directly to other clients for
direct access to the data. When a client goes offline, the index removes the reference, or
availability to the reference, of the client’s data.


More advanced implementations of the Data Centered model will place increased intelligence at
the index level. In a business environment, this includes rules that govern content access based
on security levels or job functions. In addition, certain file or content categories may be blocked
entirely, for network security reasons or corporate governance.


Uses
The key formal use of Data Centered will be next-generation content management solutions. By
using the Data Centered model with strict adherence to corporate content policy, companies will
be able to provide search and access to internal and external documents.







The Emergence of Distributed Content Management and Peer-to-Peer Content Networks
Engagement #010022501


Entire contents © 2001 Gartner Group, Inc.  All rights reserved.
January 2001—Page 10


Impact
The Data Centered model will spread the reach of the network deep into users’ devices. Formal
Data Centered applications will emerge to become an important part of enterprise content
management. Gartner believes that by the year 2003, 30 percent of corporations will have
experimented with Data Centered P2P applications for content distribution (0.7 probability). In
some cases, these experiments will have been undertaken without IT management’s guidance—
just as many Web projects originated as skunkworks, so too will corporate use of Data Centered
P2P.


Gartner also believes that half of the current server-based content management vendors will add
Data Centered P2P functionality to their product offerings by 2005 (0.7 probability).


Web Mk 2
Web Mk 2 is a convergence of all the above models with current Web architectures and
infrastructure. In this model, today’s browsers will evolve into user-configurable workspace
managers, which integrate the three types of P2P interactions previously described into task-
specific work environments. Multiple directory services will link users together on an ad-hoc
basis. Concurrently, multiple indexes will allow access to different forms of data, whether on
servers (the Web, FTP, application servers) or on client systems.


How it Works
Web Mk 2 will rely heavily upon software “bots” (e.g., small software robots or agents), that will
often be packaged into interlocking clusters to provide the desired online capability while
masking the connectivity complexity. In advanced applications that are spread over the network
as a whole, clusters of software bots residing on multiple clients and servers will interact.


Uses
Informal Web Mk 2 solutions will be used as personal desktop portals, placing much of the
personalization power now governed by Web site owners into the hands of individual users. For
example, users of an informal Web Mk 2 application would be able to extract and consolidate
multiple sources of information on a company for investment purposes from Web servers and
other clients. They could leave comments, or even modification notices, on the original content,
and even open live discussions about any part of the content with like-minded individuals.


Formal Web Mk 2 applications provide management with the ability to limit content access and
user interaction. These applications will enable rapid deployment of corporate intranets, based on
ad-hoc and/or predefined information and organizational structures. The architecture will also
enable the deployment of distributed applications—for example, an application where the logic
and process control are spread over an entire supply chain, with each organization on the supply
chain using specific bots that negotiate and exchange information with other elements along the
supply chain. When used in this manner, the Web Mk 2 model is a platform for executing highly
complex and changing community-based applications.







The Emergence of Distributed Content Management and Peer-to-Peer Content Networks
Engagement #010022501


Entire contents © 2001 Gartner Group, Inc.  All rights reserved.
January 2001—Page 11


Impact
Unlike Atomistic, User Centered and Data Centered, Web Mk 2 will dramatically change how
users interface with the Internet. The inherent complexity of this model will require an entirely
new approach to client software, pushing the current Web-browser designs beyond their
capacity.


The Web browser as we know it today will give way to informal Web Mk 2 clients that drive the
Internet deeper into users’ devices. Applications and data will reside in multiple locations, with
users’ being able to interrogate information held on servers and other users systems, or even
bypass server-based computing altogether when desired. The fluid nature of Web Mk 2 will
cause an upheaval for existing online services, portals, auction sites, banner advertising and
existing B2B transaction models. The traditional print and digital media companies will be faced
with a transition even more brutal than the Web.


Informal Web Mk 2 client vendors will face legal challenges from online publishers that see
content being stripped of advertising during the search and retrieval process by the year 2004
(0.8 probability).


Corporations will at first resist the highly distributed and ad-hoc nature of Web Mk 2
applications. However, as vendors place greater control options over Web Mk 2 applications, the
formal Web Mk 2 model will become a far more cost-effective way of deploying corporate
intranets. By 2007, up to 20 percent of new Intranet deployments will include Web Mk 2
application elements (0.7 probability).


P2P Content Networks—Opportunities and Challenges
Blending Internal and External Content—The Permeable Organization
Organizations can no longer afford to be islands of information. While traditional approaches to
content management provided a formal structure to organizations’ internal data, the increasing
amount of information available from public sources (e.g., the Web, newsgroups, chat servers,
newsfeeds, etc.) is being left untapped.


There are two ways that P2P content networks based on the Data Centered model can assist in
harnessing external information and blend it with internal corporate information for competitive
advantage. The first approach to is to use index servers that scan for content both inside the
company and also for content from external public sources, based on search criteria set by the
organization. These central servers then make all information available as if held within a single
repository, regardless of physical network location. The benefit of this solution is its simplicity
and ease of deployment. Access to indexed information in this scheme can be via a Web
browser, with file formats being moved natively. The downside is scalability, network utilization
and auditing of information sources.


The second approach is to consolidate search results at the client. Using existing Web indexes
(such as Yahoo and AltaVista) and private internal index servers, client software can locate
content from multiple sources. Client-based software will then combine the results of these
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indexes. The benefit of this approach is scalability—indexes are distributed. The drawback is
bandwidth utilization, as clients will make multiple network requests for a single search.


Persistent Searching
An extension to ad-hoc indexed searching in a Data Centered environment is to provide
persistent searching via the Web Mk 2 model. Here, a user’s search requests (search rules) can
be set to run either in real-time or batch at the index server level. As new content is indexed,
alerts are sent to the user via a directory server. Because this is a P2P Web Mk 2 model, alerts
will be passed to whatever device the user has specified or is connected to at the time.


E-mail news retrieval systems already provide some level of this functionality. However, holding
the search rules at the index server level provides a greater level of management and control, and
the use of a directory service expands the number of possible alert channels.


Because many P2P content management solutions will be deployed with multiple index servers
networked together in a P2P fashion, vendors looking to provide persistent searching will need to
deploy search rules as agents or bots that can be replicated between index servers, but without
duplicated processing. For this reason, index server management will become a paramount
concern.


Personal Indexes
With the ability to locate and draw down content from multiple internal and external sources, and
obtain immediate alerts when new content is added or modified, information overload will
become an issue. An approach to help solve this will be the creation of personal indexes—
indexes that use search rules to produce a subset of pointers to content. When users view these
indexes, they will already be limited to just information that the user, or corporate rules, have
dictated.


Initially, this will be applied at the index server level. However, Gartner believes that the Data
Centered model will encourage these personal indexes to be held at the client level. The client-
based index will be available online and offline, plus it will distribute the processing load from
the server-side index engine. Synchronization based on alerts from persistent searching will
ensure that the client-side index is updated. As personal indexes become popular, increasingly
less inquiry requests will be demanded of the server-side indexing engines, although the
increased demands to process search rules will push up the hardware requirements.


Content Communities—Sharing Personal Indexes
As users build personal indexes that have a strong theme, it is certain they will wish to share
these with other users. They will request ways to make their personal indexes available to other
users within the corporation. From a technical point of view, it is likely that many users will have
similar—if not the same—search rules, creating many duplicate search requests. It therefore will
be essential that rules can be consolidated at the index server level. Rules that are sufficiently
similar from multiple users will be combined and executed once, with the results being
distributed to all participants’ personal indexes.
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Given the nature of a P2P content environment, it is also possible to allow users to select a
subscription to another user’s personal index, thereby creating communities around a theme of
content.


Content Consolidation—The Personal Desktop Portal
Next generation browsers will meet this challenge by allowing data within a P2P content
network to be consolidated. For example, content may be downloaded from the search results
from a dozen indexes, compared with each other for duplication, then merged into a single view.


This approach is functionally similar to current server-based personalization engines, where
content is consolidated into a single view. However, by placing the rules and intelligence of the
personalization at the client level, the content base for personalization is broadened and placed
under the control of the user, not the service provider.


The challenge for organizations with external Web sites will be to retain branding when content
can be stripped from their site and merged with content from other sites.


Living Documents—Content that Sticks with People
With the Web Mk 2 model, content will no longer be separate from users, but can contain direct
links to users that:


a) Authored the content.


b) Formally edited the content.


c) Read the content/held discussions regarding the content.


d) Are currently reviewing the content.


e) Have been assigned as a content owner (personal or corporate user).


This will be accomplished by storing pointers to users and the directory services where the users
can be found.
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Conclusion ____________________________________
Distributed content management solutions will emerge as a complement to WCM solutions.
Trends driving distributed content management are the explosion of unstructured data, the
critical need to formally manage content, and internetworking and collaboration within and
between enterprises. P2P computing is currently touted as the next “killer application” for the
Internet. P2P content networking is particularly exciting because, by allowing access to
information that would otherwise not be accessible, it can create competitive advantage either as
a standalone solution or in conjunction with a WCM solution.


P2P technology is widely predicted to have significant impact on the emerging distributed
content management market. Because P2P encourages a distributed architecture, it will have to
address challenges in security, policy and workflow. Gartner believes that by developing formal
P2P content network solutions based on the Data Centered P2P architecture, enterprises will be
able to create significant new dimensions of competitive advantage by leveraging real-time and
otherwise unavailable content and content stakeholders. Gartner believes that by the year 2003,
30 percent of corporations will have experimented with Data Centered P2P applications for
content distribution (0.7 probability). Gartner also believes that half of the current server-based
content management vendors will add Data Centered P2P functionality to their product offerings
by 2005 (0.7 probability).


Enterprises that need to give users access to distributed, business-critical content without
attempting to centralize the data should consider distributed content management solutions and,
in particular, P2P content networks. Enterprises that are highly dependent on sharing real-time
information across geographically spread knowledge workers are likely to benefit immediately
from P2P content network solutions.
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Appendix: The Five Models of P2P_________________
This appendix describes the five models of peer-to-peer (P2P) in more detail.


The Five Models of P2P
The five Models of P2P computing demand an understanding of five application dimensions:


! Data: Raw data or information held in either a structured or nonstructured manner.


! Index: Collection of logical links to data elements, no matter where on the network this is
found.


! Directory: Collection of logical links to users, no matter where on the network they are
found.


! Processing: The application of computing power to analyze data or transform it.


! Display: Delivering data, either in raw form or as a result of processing.


It is important to note the semantic difference between an index and a directory. Indexes
explicitly point to data, while directories point to users. In many vendor products, such as
Novell’s NDS and Microsoft’s Active Directory, a directory includes users, data, locations and
discrete devices on the network. However, for the sake of clarity and simplicity, in the rest of this
paper we will refer to directories and indexes as discrete architectural components.


When data resides on a user client, such as with Napster, the index may indirectly point to a user.
However, one cannot use an index to find a user based on identity—only based upon the data
they posses. Conversely, a directory may point to a user based on profile data, such as age or
willingness to accept adult content (as with NetMeeting), but would not be able to locate data
over a network.


These five application dimensions may be spread between servers and clients, and not all forms
of computing will utilize all five (see Figure A-1). Traditional centralized approaches, two-tier
client/server and the Web can be represented in much the same manner as the five newer forms
of P2P computing.
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Figure A-1. The Five Models of P2P
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It should also be noted in that in all P2P models, the definition of a server and a client begin to
blur. In some instances, servers themselves may act as clients to other servers, creating a
cobweb-like set of applications that trigger events in a distributed manner, or building distributed
indexes for enterprise content. In other instances, clients may temporarily act as a server for a
specific task, such as hosting an impromptu chat session for multiple users. While purists may
see this as a security threat, with some justification, we feel that this blending is a natural
evolution for computing and a direct result of Metcalfe’s Law2. As processing power and
bandwidth continue to increase in power, certain applications will evolve into P2P models.


                                                
2 Bob Metcalfe, reasoned that 1,000 people on a network can have roughly one million different conversations, so he
said the value of a network grows in proportion to the square of the number of users. The n² effect says that, given
the choice of joining a large existing network with many users or an incompatible new one with few users, new
users will almost always decide that the bigger one is far more valuable. The result is often explosive, accelerating
growth once a network establishes dominance.
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Atomistic
The Atomistic model is the earliest and simplest approach to P2P. To many, this is the “true” P2P
architecture since it involves direct client-to-client connectivity without any mediation by
servers. However, because it lacks a server component, it has no method for establishing
communication links based on data availability or user identity.


How it Works
Network-based multiplayer games utilize this approach by sending out a greeting over the
network to announce a new player or user. Once clients have recognized each other,
communication between them is direct.


While this negates the need for a directory, or centralized server of any type, it is limited to a
small number of users (under 200)—rarely the Internet as a whole. The bandwidth and network
structure required to allow the announcement of a new client restricts Atomistic to private
networks, or to applications where a user’s Internet Protocol (IP) address is known.


Uses
An example of using Atomistic on the public Internet is NetMeeting, used when connecting
directly to another NetMeeting client at a known IP address. In this case, it is vital that one user
already knows the IP address of the recipient to be contacted. In contrast, a more common
approach to using NetMeeting is to signal a new client’s availability via a central directory, that
then displays this information to other NetMeeting users looking at the directory—this is no
longer the Atomistic model, but the User Centered mode, described below.


Impact
Atomistic will have minimal impact on the broader Internet. Its primary use will be within small-
to medium-sized organizations with limited requirements for P2P applications. It will continue to
be used for linking specific multi-user functions in closed network environments.


User Centered
User Centered P2P applications utilize a directory (distributed or on a single server) to provide
an efficient way for users to make connections with other users on a network.


How it Works
In this model, a client will register itself with a directory or directories. The client will also scan
directories for logged-in users that meet specific requirements. By using addressing information
found in the directory, a client can request a direct connection with another client or clients.
Once two clients are connected, the application becomes strictly client-to-client based.


Uses
Currently, User Centered applications have been limited to personal computer instant messaging
applications, such as ICQ, AOL Instant Messenger and MSN Messenger. However, this model
will evolve to embrace model devices ranging from pocket PCs and personal digital assistants
(PDAs) to mobile phones.
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Impact
Companies that run the directory servers are in a strong position to monitor the number and types
of connections made and effectively know who every user on the network is. This ownership of
users provides a compelling competitive marketing advantage. For this reason,
telecommunications companies and online services will both vie to dominate this space, causing
tension between the two entities.


Data Centered
Data Centered (data-focused P2P application) allows users to search and access data and content
held on other users’ systems. As stated previously, synergies can be created through partnerships
of WCM and distributed content management solution providers. This is the area of greatest
excitement, if not promise.


How it Works
Data Centered is accomplished by creating a dynamic index server—as clients connect to the
network, specific storage areas of the clients are scanned and relevant data indexes are added to
the server. Users seeking data can search via the server, then connect directly to other clients for
direct access to the data. When a client goes offline, the index removes the reference, or
availability to the reference, of the client’s data.


More advanced implementations of the Data Centered model will place increased intelligence at
the index level. In a business environment, this includes rules that govern content access based
on security levels or job functions. In addition, certain file or content categories may be blocked
entirely for network security reasons or corporate governance.


Uses
The key formal use of Data Centered will be next-generation content management solutions. By
using the Data Centered model with strict adherence to corporate content policy, companies will
be able to provide search and access to internal and external documents.


Impact
The Data Centered model will spread the reach of the network deep into users’ devices.


Formal Data Centered applications will emerge to become an important part of enterprise content
management. Gartner believes that formal Data Centered applications, in the form of trial
projects, focused on accessing, sharing and reusing internal and external content will be present
in 30 percent of enterprises by 2003 (0.7 probability).


Web Mk 2
Web Mk 2 is a convergence of all the above models with current Web architectures and
infrastructure. In this model, today’s browsers will evolve into user-configurable workspace
managers, which integrate the three types of P2P interactions previously described into task-
specific work environments. Multiple directory services will link users together on an ad-hoc
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basis. Concurrently, multiple indexes will allow access to different forms of data, whether on
servers (the Web, FTP, application servers) or on client systems.


How it Works
Web Mk 2 will rely heavily upon software “bots” that will often be packaged into interlocking
clusters to provide the desired online capability while masking the connectivity complexity. In
advanced applications that are spread over the network as a whole, clusters of software bots
residing on multiple clients and servers will interact.


Uses
Informal Web Mk 2 solutions will be used as personal desktop portals, placing much of the
personalization power now governed by Web site owners into the hands of individual users. For
example, users of an informal Web Mk 2 application would be able to extract and consolidate
multiple sources of information on a company for investment purposes from Web servers and
other clients. They could leave comments, or even modification notices, on the original content,
and even open live discussions about any part of the content with like-minded individuals.


Formal Web Mk 2 applications provide management with the ability to limit content access and
user interaction. These applications will enable rapid deployment of corporate intranets, based on
ad-hoc and/or predefined information and organizational structures. The architecture will also
enable the deployment of distributed applications—for example, an application where the logic
and process control are spread over an entire supply chain, with each organization on the supply
chain using specific bots that negotiate and exchange information with other elements along the
supply chain. When used in this manner, the Web Mk 2 model is a platform for executing highly
complex and changing community-based applications.


Impact
Unlike Atomistic, User Centered and Data Centered, Web Mk 2 will dramatically change how
users interface with the Internet. The inherent complexity of this model will require an entirely
new approach to client software, pushing the current Web-browser designs beyond their
capacity.


The Web browser as we know it today will give way to informal Web Mk 2 clients that drive the
Internet deeper into users’ devices. Applications and data will reside in multiple locations, with
users’ being able to interrogate information held on servers, other users systems, or even bypass
server-based computing altogether when desired. The fluid nature of Web Mk 2 will cause an
upheaval for existing online services, portals, auction sites, banner advertising and existing B2B
transaction models. The traditional print and digital media companies will be faced with a
transition even more brutal than the Web.


Informal Web Mk 2 client vendors will face legal challenges from online publishers that see
content being stripped of advertising during the search and retrieval process by the year 2004
(0.8 probability).


Corporations will at first resist the highly distributed and ad-hoc nature of Web Mk 2
applications. However, as vendors place greater control options over Web Mk 2 applications, the
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formal Web Mk 2 model will become a far more cost-effective way of deploying corporate
intranets. By 2007, up to 20 percent of new intranet deployments will include Web Mk 2
application elements (0.7 probability).


Compute Centered—Distributed Processing
Distributed Processing is also seen as a type of P2P computing. Here, instead of using a single
large processor, an application’s processing is split between multiple clients. A server is used to
coordinate the split processing. The distinction from traditional parallel processing is that the
nodes are distributed over the Internet and that they are used on an opportunistic basis.


Uses
While this approach is appealing because it can harness massive parallel computing power from
under-utilized low-cost clients, it is limited to a specific type of group of applications—
calculations that can be broken down into smaller tasks. Examples include calculating large
amounts of data acquired from external sources (such as SETI@home) and rendering individual
frames of 3-D movies.


Impact
While some Compute Centered applications could exist for corporate users—such as finding
patterns in massive amounts of credit card or shipping data—the level of trust with regard to
deploying such sensitive tasks over even internal networks will hinder this model.


In the area of content management, a distributed computing approach can be given to indexing
large amounts of corporate and/or public data. Rather than providing a simple, central index
server, index servers can be scattered over the organization. Each index engine could index
primary data from geographic or departmental sources, spreading the processing load of
indexing. Then, each index server could cross-link its results with other index servers, either via
a centralized or hierarchy P2P Compute Centered model. Index servers may even be personal in
nature, residing on an individual’s personal computer.
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reach a general understanding of just about any network running on
the Internet today.   [OpenP2P.com]


Is Jabber's Chatbot the Command Line of the Future?  Here's a
look at bots, those programs-with-character that hang around in chat
channels and amuse, help, and generally make our day a little more
pleasant. Included is an introduction to ChatBot, beloved of the
participants in the Jabber Developer's room "jdev", which is hosted
on conference.jabber.org.   [openp2p.com]


Lessig: The Future of Ideas  In his new book, Stanford University
law professor Lawrence Lessig paints a gloomy picture of the end of
fair use. The right to share, play, and copy music is disappearing as
Hollywood gets the upper hand on technology to control usage.
Richard Koman reviews Lessig's The Future of Ideas.  
[openp2p.com]


Can IM Graduate to Business?  Business-grade instant-messaging
(IM) tools, such as those from Jabber and Groove, attempt to solve
the problems found in free IM clients. They enhance productivity,
but will that be enough to overcome old habits?   [openp2p.com]


Distributed Systems Topologies: Part 1  How does Gnutella's
"network" differ from the one that Napster used, or SETI at Home?
Nelson Minar describes the essential frameworks for distributed
networks used today.   [OpenP2P.com]


Reports from O'Reilly's P2P & Web Services Conference 
O'Reilly's P2P and Web Services Conference is being held in
Washington, D.C., Nov. 5-7, 2001. We've collected weblog and
photo reports from the conference.   [openp2p.com]


Peer and Web Services are Technologies of Connection and
Coordination  Technologies that promise to let distributed users
access each others files, or update spreadsheets with data from
others' machines aren't new; Windows for Workgroups promised
these things ten years ago. So how is the new crop of peer-to-peer
technologies different? Jon Udell reports from O'Reilly's
Peer-to-Peer & Web Services Conference in Washington, D.C.,
Nov. 5-8. 2001.   [OpenP2P.com]


Peer-to-Peer for Academia  O'Reilly editor Andy Oram spoke
recently to the Virtual Internet2 Member Meeting, a consortium of
universities working with industry and government to develop new
Internet infrastructure and applications. Andy is the editor of
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Nortec Collective psychofunky
digital-art bash in ...
Nortec Collective psychofunky
digital-art bash in Tijuana,
Sat. [Boing Boing]


RIAA: Madster flouting court
order
Record labels say the
file-swapping service is violating
the terms of a recent court order
and should be shut down or fined
until it starts blocking trades of
copyrighted music. [CNET
News.com: Entertainment and
Media]


Nortec Collective
psychofunkydigitalartextravaganz
...
Nortec Collective
psychofunkydigitalartextravaganza
in Tijuana, Sat. [Boing Boing]


Can this man save classical music?
You think modern concert music
is doomed to atonal squonk? You
haven't heard Lowell Liebermann,
the postmodernist composer
listeners actually like. [Salon.com]
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Collaborative Computing with openCOLA●   


A Free Software Agenda for Peer-to-Peer●   


Scrambling the Equations: Potential Trends in Networking●   


Use P2P, Go to Jail. Any Questions?●   


Scrambling the Equations: Potential Trends in Networking●   


Two Hours of P2P●   


Ford to use peer-to-peer technology to boost fuel-efficient car
designs
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Stop the Copying, Start a Media Revolution●   


Scrambling the Equations: Potential Trends in Networking●   


Is All Music File-Sharing Piracy?●   


Distributed Systems Topologies: Part 1●   


Peer-To-Peer: Harnessing the Power of Disruptive
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 [Freshmeat Daily News]


DoveBid to auction Napster assets
 [Mac Central latest headlines]


Universal Music to charge for
content in revenue drive
New Media Age Nov 21 2002
11:02AM ET [Moreover internet
europe stories]


Acoustica MP3 CD Burner 2.94
Beta Released
 [BetaNews.Com]


Auctioneer to play Napster's last
waltz
The failed song-swapping
company follows the lead of
Excite@Home and Webvan, as its
computers, furniture and other
memorabilia head for Dovebid's
auction block. [CNET News.com:
Entertainment and Media]


Sony Music Buys Wireless
Company
Los Angeles Times Nov 21 2002
7:58AM ET [Moreover telecom
stories]


Sony Music sets sights on mobile
market
ZDNet Nov 21 2002 5:43AM
ET [Moreover Wireless sector
news]


KmusicdB 0.9.2
 [Freshmeat Daily News]
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Hot debate over the future of Webcasting●   
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21 Nov 2002: Desktop Linux
looks atmusic under Mandrake
9.0."Mandrake Linux offers many
ways to enjoy digital
music. [RootPrompt.org --
Nothing but Unix]


Sony Music buys wireless media
company
Reuters Nov 20 2002 9:29PM
ET [Moreover telecom stories]


Sony Music sets sights on mobile
market
CNET Nov 20 2002 7:21PM
ET [Moreover wireless stories]


MSFT's Darknet paper: must read
Microsoft delive ...
MSFT's Darknet paper: must read
Microsoft delivered their
"Darknet" whitepaper at the
Association for Computing
Machinery DRM conference early
this week. [Boing Boing]
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		f3: Go!



		f4: 



		form2: 

		x: 

		f1: 3/Fq

		f2: compute

		f3: 
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Goal of Presentation


Beginning


• Learn about project JXTA technology
– What is project JXTA 
– What problems project JXTA address


• Get an update on project JXTA technology


• How can you participate in project JXTA
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Learning Objectives


• Understand project JXTA technology


• See the benefits of Peer-to-Peer computing


• Get an update on the latest project JXTA 
technology


• Feel the momentum behind project JXTA


Beginning
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Speaker’s Qualifications


• One of the principal architects of Project JXTA 


• jxta.org community projects' owner (Platform (JXTA-
J2SETM ), JXTA-C, CM S, myJXTA, JXTA Shell) 


• Co-Author “JXTA in a Nutshell” O'Reilly Press.


• Extensive background in massively parallel  & 
distributed-memory operating systems


Beginning
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 Project JXTA Technical Goal


Beginning


Build a generic, secure, ad hoc, peer-to-peer virtual 
network overlay as the foundation of the next 
generation Web


jux.ta.pose


v.tr. jux.ta.posed, jux.ta.posing, jux.ta.pos.es


To place side by side, especially for comparison or 
contrast.
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Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA network abstractions


• Project JXTA implementations update


• H ow to participate in project JXTA


Beginning
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““ Project JXTA will expand the accessibility Project JXTA will expand the accessibility 
of the Web and the depth of the content of the Web and the depth of the content 
that's available.” -- Bill Joythat's available.” -- Bill Joy
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Why Peer-to-Peer Computing


• Build complex behaviors by juxtaposing elementary ones


• M assive scalability


• Resilience 


• M aximize locality between  peer interactions


• Self-organized network domains 


• Decentralized &  ad doc resource discovery 


• Increase performance as more peers participate


• M aximize edge computing


• Share cost of network  infrastructure 







|    JavaOne 2003   |   Session #5901 9


Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA network abstractions


• Project JXTA implementations update


• H ow to participate in project JXTA


Beginning
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Web Organization is Driven by  “core”  
Network  Protocols


Peer-to-Peer


Web-based 


Client-server


TCP/IP
HTTP


JXTA


Protocols define the “minimum” required network Protocols define the “minimum” required network 
organization semantic (network DNA)organization semantic (network DNA)
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What is project JXTA ?


� An open set of XML protocols for developing  peer-
to-peer virtual network 
– Focus on network organization and connectivity
– Service agnostic (web services, ORB, RM I, etc.)
– A virtual network overlay 
– Defines mechanisms, not policies
– Open source project: www.jxta.org
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Project JXTA Technology Objectives


� Interoperability
– Across different P2P systems and communities


� Platform independence
– Programming languages, system platforms, and 


networking platforms
� Ubiquity


– Every device with a digital heartbeat
� Security and M onitoring


– For commercial and enterprise deployment
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Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA Core principles


• Project JXTA implementations update


• H ow to participate in project JXTA


Beginning
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JXTA  Technology M omentum


Downloads


Community
Projects


Apr 01                                                 Apr 02                                     Apr  03


1,000,000


100,000


Registered
Members


5,30
0


50,000


3,50
015


25 Books
1 6


500,000


7,50
0


40


14,00
0


90


www.jxta.org Statistics
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JXTA Samples Applications


myJXTA2 and PicShare
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Project JXTA: Shell


JXTA Shell modelled after the Unix Shell


Interactive commands executed 
within the JXTA network


JXTA> whoami
JXTA> peers
JXTA> groups | grep SUNW
JXTA> join SUNW
JXTA> peers | wc
JXTA> talk tra
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JXTA Comercial Applications


Momentum 1.0 by InView Software
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JXTA Commercial Applications


VistaPortal
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JXTA on J2M E Wireless Devices


P2P Messaging
Group and 1:1 Chat


P2P Collaboration
Sharing, Games


MIDP and iAppli
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        Discover & Connect Anywhere!


JXTA JXTA 
Virtual Virtual 


Network Network 
MyJXTAMyJXTA  


((  J2SEJ2SE�� on Windows on Windows  ) ) 


JXTA-C ShellJXTA-C Shell
(C on Solaris(C on Solaris��))


JXTA Chat JXTA Chat 
(MIDP & iAppli) (MIDP & iAppli) 
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Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA network abstractions


• Project JXTA implementations update


• H ow to participate in project JXTA


Beginning
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JXTA  Virtual Network Abstractions


• Virtual addressing (dynamic mapping between 
virtual and physical network)


• Advertisements (XML  Meta-data resource 
descriptors)


• Decentralized Rendezvous discovery


• Peergroups (virtual domains)


• Pipes (Virtual communication channels)
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JXTA Virtual Network


Peer


Peer


Peer
Firewall


Peer


Peer


Peer


NAT


Peer


Peer


Peer


Firewall
Peer


Peer


Peer


Firewall Peer


Peer
TCP/IP


HTTP


Peer ID
Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


Virtual   Mapping


Physical Network
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JXTA Advertisements


• Language-neutral meta-data resource descriptors


• Can be used to describe virtually any kinds of 
resources (data, code, classes, JIT code, service, Java 
objects, etc)


• Developers can create their own advertisements 
subtypes


• Peers cache and exchange advertisements


• Every advertisement is assigned a lifetime (self-
healing)
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  Not Every Peers are Equals


Edge Peers
     - Communicate, share and access contents
Relay Peers (connectivity network):
    - Store and forward messages accross NAT & Firewall domains
    - Virtual router (logical multicast)
    - Landmark routing access point
Rendezvous Peers (advertisement discovery network) 
     - Index edge peer advertisements
     - Route search query (DHT)


Edge


Rendez
  Vous


Edge


Edge


Edge


Edge


Edge


Edge


Rendez
  Vous


Rendez
  Vous


Relay


Rendez
  Vous


Edge
Edge


Relay


EdgeEdge
Edge


Edge


Edge


Edge


Edge
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 Decentralized Advertisement Discovery 


• Route advertisement queries within RDV network (no 
centralized directories)


• Loosely-consistent Distributed Hash Table (DHT)  to index 
advertisements  within Rendezvous network (log (N))


• M ap advertisement index to a set of RDV


• Replicate index in the proximity of the target RDV


• Garbage collect inconsistent  index via Rendezvous walkers
�  L imited-range walker (up and down directions) 


• Rendezvous walkers are pluggable! (customized policies)
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RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3


RDV2


E1


H(adv1)


Adv1


-1


+1


RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3


RDV2


E1


1) Publish


H(adv1)


Adv1


-1


+1


RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3


RDV2


E1


Adv1


RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3


RDV2


E1


2) Search (Consistent RDV view)Adv1


E1E2
H(adv1)


RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3RDV2


E1


Adv1


RDV1RDV1RDV1RDV1RDV1


RDV4


RDV3


RDV3RDV2


E1


3) Search (Shift (+1,-1) RDV view)


Adv1


E1E2 H(adv1)
RDV4


RDV5


RDV1RDV1RDV1RDV1RDV1


RDV5


RDV4


RDV3


E1


Adv1


RDV1RDV1RDV1RDV1RDV1


RDV8


RDV6


RDV5


E1


4) Routing Search  (Limited-Range Walker)
Adv1


E1E2


H(adv1)RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1


RDV7


RDV4RDV3RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV1RDV2


UPDown


  Advertisement RDV Network
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 PeerGroup  


Peer ID
Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


Peer ID


NetPeerGroup


PeerGroup APeerGroup A


Peer Group BPeer Group B


Self-Organized  Ad Hoc Peer Domains
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Peer Groups


• Define by developers, NOT ONLY by network 
administrators


• Enable self-organization of peers


• Pluggable membership policy


• Create secure and protected domains (virtual firewalls)


• Scope peer interactions (discovery)


• Create an identity for peers sharing a “common” interest 
(baseball, storage or cpu-sharing peer groups)
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Pipes


• Virtual communication channels independent of 
peer physical location (NAT &  Firewalls)


• Pipe advertisements used for dynamic binding of 
pipe ends


• Can be used to transfer virtually any kinds of data 
(data, code, binary, xml, etc)


• Unicast pipe (asynchronous, unidirectional)


• Propagate (logical multicast within peergroup 
scope)


• Reliable &  secure pipes







|    JavaOne 2003   |   Session #5901 31


 Enabling Virtual Network  Diversity


     - PeerGroup”policy” signature (membership, routing,             
        searching, indexing policies)
     - Polices represented as any other contents
     - Loadable policies (mutation and learning effect)


     
                


PeerGroup


Policies


PeerGroup
Advertisement


PeerGroup


Join  
PeerGroup 


Configure/Load policies 
New Peer


(1


(2
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JXTA Software Architecture
Sample ApplicationsSample Applications


Sample ServicesSample Services


JXTA
Applications


JXTA
Services


JXTA
Core


Peer GroupsPeer Groups Peer PipesPeer Pipes Peer MonitoringPeer Monitoring


Peer AdvertisementsPeer Advertisements SecuritySecurity


Any Connected Device


Peer IDsPeer IDs


RoutingRouting IndexingIndexing DiscoveryDiscovery MembershipMembership


Instant MessagingInstant Messaging File SharingFile Sharing Resource SharingResource Sharing


Collaborative AppsCollaborative Apps AuctionsAuctions







|    JavaOne 2003   |   Session #5901 33


Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA Core principles


• Project JXTA implementations update


• H ow to participate in project JXTA


Beginning
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JXTA Implementations Status 
� J2SE Reference Implementation


– Full implementation of JXTA 2.0 protocols
– Edge, Relay and Rendezvous Peer functionality
– APIs  frozen since Nov'02


– Just released JXTA 2.1! 


– New metering and monitoring framework
– Reliable JXTA socket
– Access control PeerGroup service


� JXTA for J2M E
– Proxy  JXTA 2.0 Edge Peer functionality only 
– MIDP-1.0 compliant


� JXTA-C
– Edge JXTA 1.0 only
– Runs on L inux, Solaris OE, and Windows 
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What's In I t for Developers?


• Open Source Code &  L icense friendly !


• Community of Open Source Developers


• Opportunity to "Steer the  Boat"


• A  “pluggable” infrastructure that provide a 
foundation for a variety of P2P applications


• Quick time to market for new products and 
services
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Looking Ahead


• Better performance &  scalability 


• Improve implementation quality
� Distributed Testing Framework (JDF)


• Security
� Crypto ID


• Closer integration with Web services (JXTA 
socket, JXTA-SOAP, JXTA-RPC)


• M ore implementations (Python, Objective-C, 
.Net)


• Specification standardization through public  
organization (IRTF)
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Presentation Outline


• Benefits of Peer-to-Peer networking


• What is project JXTA


• Project JXTA technology momentum


• Project JXTA Core Abstractions


• Project JXTA implementation update


• H ow to participate in project JXTA


Beginning
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JXTA Community (WWW.JXTA.ORG)  


Please join our efforts!


  


• >1,000,000 downloads


• 90 projects


• 14,000 members


• Active discussion groups


• Community actively 
contributing and 
integrating technology
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